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Looking at the Roots of Cooperation Through the Brain, 
And What We Find There 
 

Matteo Colombo* 

 

Does an evolutionary - adaptationist perspective help understand human compliance to norms 

of cooperation? I try to answer this question indirectly by drawing on a bulk of neuroscientific 

evidence. Two facts motivate my approach. First, I assume that the processes that the brain 

activity enables are the way they are, ultimately, because of the evolutionary biological processes 

that shaped the human brain. Second, over the past decade a substantial amount of work has 

been done in search of the neurobiological basis of human social behavior. Given what we know 

about the neurobiology of human social-behaviour, the thesis I defend is twofold: 

 

(I) At present, an evolutionary - adaptationist perspective does not provide clear 

answers about the roots of human cooperation; 

(II) A neurocomputational perspective might enable us to make some steps 

towards a better understanding of the roots of cooperation. 

These are broad claims which stand in need of qualifications and provisos. I’ll provide them, 

while suggesting the general moral that a focus on the proximate, computational mechanisms 

underlying human cooperation provides, at least, useful constraints on an evolutionary perspective 

on human cooperation. 

The essay is in four sections. First, I distinguish between two interpretative approaches to 

understand the neurobiological evidence: An evolutionary\adaptationist approach, and a 

neurocomputational approach. Second, I argue that a view from computational neuroscience 

should be given serious consideration, while downplaying the adaptationist approach. Third, I 

provide grounds to tackle the problem of what might underlie the specific human capacity for 

cooperation. Finally, I summarize the thesis articulated and defended in the essay. 

 

1. 

In most animal species cooperation is limited to small groups or absent. In contrast, all humans 

societies are based on cooperation with unrelated people (Hammerstein, 2003). How humans 

come to have norms of cooperation that enable them to solve collective-action problems is a 

difficult question. Evolutionary biologists and social scientists often disagree not only on the answer 

to this question, but also on what the best approach would be to tackle it (see e.g. West et al. 

2007). 

Findings from social decision-making (e.g. Fehr & Camerer, 2007 for a review) suggest a line of 

research: It is intriguing that a coherent and relatively small pattern of brain circuits appears to 

underlie the capacity for cooperation, given the multifarious cultural overtones that norms of 
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cooperation can have. What features the human brain has, then, that other animals lack, which 

may underlie such a capacity? 

Two approaches to this issue will be discussed in turn: an adaptationist approach and a 

neurocomputational approach. 

A genetic adaptation is any trait for which there was genetic selection. Put it differently, an 

adaptation is a “trait that enhances fitness and that arose historically as a result of natural selection 

for its current role” (Rose & Lander, 1996). In evolutionary biology and social evolution theory, 

adaptationism comes in many flavours; that is, the general notion of adaptation can be refined in 

different ways and can be applied at “different levels of selection” (see Forber 2009). The variety of 

adaptationism considered here is the one adopted in standards evolutionary psychology. 

According to evolutionary psychology, many aspects of human behaviour causally depend on 

specialized brain modules for which there has been genetic selection (e.g. Barkow, Cosmides, & 

Tooby, 1992; Pinker, 1997; Gigerenzer & Selten, 2001). By considering the processes carried out 

by such brain adaptations, the goal of this approach is to provide an account of human behaviour 

in terms of the ultimate causes that favored a particular behaviour. It should be noted that the 

adaptationist approach in general (i.e. Darwinism) does not necessarily require definite 

neurocognitive adaptations. In what follows “adaptationism” is used to refer to the “standard 

evolutionary psychology” version of it. This is the target of my paper. 

With these important caveats in place, let’s consider the assumptions underlying this 

adaptationist approach. 

I. Natural selection sculpted the human brain by “choosing” functionally specialized 

neurocognitive mechanisms – or modules. 

II. The human brain is composed of a high number of modules which act as mediators in the 

causal relationship between our genes and their behavioural manifestations. 

III. Brain modules were sculpted over an extremely slow evolutionary process, and the tasks 

they are specialized to solve correspond to the adaptive problems faced by our 

ancestors in their Pleistocene environment. 

IV. Our current environment substantially differs from the environment of evolutionary 

adaptedness (EEA) of our ancestors’ neurocognitive adaptations; therefore our brain 

architecture may promote behavioural responses which are not optimal in terms of 

fitness in today’s environment. For this reason, measuring the current fitness 

consequences of specific behavioural traits is not sufficient to ascertain whether that trait 

is a genetic adaptation. 

To overcome such limitation, advocates of an adaptationist approach rely on the following 

inferential method, usually called adaptive thinking (Tooby & Cosmides, 2005): (i) identify the EEA 

of the neurocognitive adaptations which characterize the functional design of the human brain; (ii) 

identify the adaptive problems that our ancestors were most likely to regularly face in their 

environment; (iii) by means of reverse engineering, formulate relatively detailed hypotheses as to 

what sort of neurocognitive mechanisms would have solved those adaptive problems; (iv) establish 

whether humans, today, display such specialized competence in some behavioural domain; (v-a) If 

humans seem to possess such competence, search for further empirical (potentially falsifying) 
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evidence for the existence of the postulated module; (v-b) If humans don’t seem to possess such 

an ability, we have grounds to argue that the conjecture that some specific neurocognitive 

adaptation has become part of the human brain architecture need to be discarded or reformulated. 

Computational neuroscience is the use of mathematical modeling and computer simulations to 

understand how the brain works. Although the use of computer simulations doesn’t entail a 

commitment to computationalism, namely the claim that the brain is a special type of computing 

device, most computational neuroscientists make the further assumption that brains are kinds of 

computers. This entails that the brain performs computation, in the broad sense of processing 

information by implementing computable functions. Computational neuroscience is concerned with 

the proximate mechanisms of behaviour. This requires not only mathematical modeling, but also 

ascribing computational roles to neurobiological activity. Cognition and behaviour of an agent are 

thereby explained in terms of patterns of information transformed, retrieved, stored and processed 

by some mechanism which implements some computable function. 

Two disclaimers are now in order. First, adaptationism and computational neuroscience are 

compatible with each other. If we had grounds to believe that a certain trait is an adaptation, then 

an adaptationist perspective would obviously be important: It would explain in terms of ultimate 

mechanisms why a circuit exists and supports certain behaviour. A view from computational 

neuroscience would integrate our evolutionary understanding of that circuit by explaining in terms 

of proximate mechanisms what computational function it subserves. However, if we don’t have 

solid grounds to believe that a trait is an adaptation, it is wise to focus on the “how” questions of 

how certain bits of the brain work, and how they process information, instead of ultimate “why” 

questions. The answers to those “how” questions will help us to gain insight into the real 

evolutionary roots of those circuits and the behaviour they support. In this case, an adaptationist 

perspective would be worthless at best. 

Second, by drawing on Marr (1982)’s three-level distinction, adaptationists often emphasize the 

importance of the “computational level of analysis” to identify neurocognitive adaptations (Tooby & 

Cosmides, 2005). This “computational analysis” defines the task a module was selected to solve 

(e.g. catch cheaters), and would guide us in the search for brain specializations. This is not the 

sense of “computation” I tried to make clear above. When we search for specialization, there is an 

important distinction between the specificity related to a task and the specificity of the processing. 

To make this point, Price and Friston (2005) discuss the example of the left posterior lateral 

fusiform (PLF) and the functions that different studies have attributed to it - e.g. “reading written 

words,” “naming pictures,” “priming written words and pictures of objects”. One might claim that the 

PLF is a “visual word form area”, and, in principle, adaptationists would underwrite such task-

specific characterization. However, the label “visual word form area” is misleading precisely 

because it is a task-specific label, and task-specialization is not the same as functional 

specialization. The fact that the labels of most of the modules postulated by adaptationists are 

task-specific - such as the “cheater-detection module”, may suggest that the existence of a 

determinate brain circuit which supports certain behaviour can be predicted simply by considering 

the nature of the task. But this is wrong since it conflates task specificity with information-

processing specificity. The existence of a functional-specific brain circuit can only be determined by 

the nature of the information-processing that it supports. Reading and object recognition can be 

defined as two different tasks, but it may be argued in light of the evidence that these two tasks 

recruit exactly the same information-processing system underwriting a more abstract functional 

role for the PLF. If we identify the PLF with a “Visual word form” module, then it is left unexplained 
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why the same module is observed to be active also when subjects make action decisions in 

response to visual stimuli. Crucially, we would be misled with regard to the evolutionary origin of 

that brain circuit. It is, therefore, preferable to characterize the PLF as a sensorimotor integration 

area by focusing on its abstract computational role. This would explain and predict why the same 

area is observed to be engaged in different tasks, and might help us to understand its ultimate 

evolutionary roots. 

 

2. 

My argument against an adaptationist approach to cooperation relies on an “evidential concern”. 

There are also problems with the inferences involved in adaptive thinking (e.g. Mameli, 2007). But 

this kind of problems are not peculiar to cooperation. Therefore, I focus on neurobiological 

evidence with direct bearing on cooperation. If adaptive thinking is fraught with problems, and the 

neurobiological evidence for an adapted circuit supporting cooperation is scant, then we have 

grounds to maintain that, at present, an adaptationist approach to cooperation is misleading. 

2.1 

The problem of cooperation is why should an individual carry out a cooperative behaviour that 

seems costly to perform and benefits other individuals (Hamilton 1964). Evolutionary approaches 

to cooperation vary widely and sometimes intend the very notion of cooperation differently. The 

adaptationist approach of standard evolutionary psychology refers to genetic evolution and 

neurocognitive modules, where selection is considered only at the individual level. My argument 

therefore has no bearing on evolutionary approaches to cooperation that refer to cultural processes 

(e.g. evolutionary game theory, cultural evolution theory), or that consider selection both at the 

individual and group level. 

The thesis defended in this paper is conditional: At present, an “evolutionary – adaptationist 

perspective” does not provide clear answers about the roots of human cooperation given what we 

know about the neurobiological bases of human social behaviour. To argue for this claim we need 

ask what neuroscientific evidence would support the assumption that our brains comprise some 

evolved circuit for cooperative behaviour. The question of the relation between evolutionary 

explanations and neurobiological evidence is a complex one. In general the link from 

neurobiological evidence to the falsification of a hypothesis in evolutionary psychology is 

problematic. I shall not deal with such important methodological issues, and I shall not attempt to 

defend general claims. My argument is that certain neurobiological evidence puts into question 

certain assumptions of adaptationism as construed by evolutionary psychology.  

The most solid case where adaptationists have provided evidence for a specialized 

neurocognitive mechanism for which there would have been genetic selection is a module 

dedicated to reasoning about social exchange, that is, about cooperation for mutual benefit 

(Cosmides & Tooby, 2005). The claim is that one aspect of cooperation is supported by such a 

hypothesized adaptation. This mechanism is specialized to identify those who don’t reciprocate in 

social exchanges that call for cooperation for mutual benefit. The mechanism is supposed to have 

evolved precisely to encourage punishment of those who take advantage of others in social 

interaction. 
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The empirical evidence that would support the existence of this module comes mostly, if not 

entirely, from Wason tasks where subjects are asked to identify violations of a given conditional 

rule of the form “If P, then Q”. Performances appear to vary significantly in function of the content 

of otherwise structurally analogous (or so it is argued) conditional rules. When the rule has abstract 

content performances drop dramatically, whereas when the rule express a social contract that 

people might violate, performances greatly improve. Allegedly, the reason of this asymmetry is the 

existence of a cheater-detection module which facilitates subjects to identify “cheating” when the 

rule concerns a social contract (Cosmides & Tooby, 1992). 

Several critics have taken issue with the assumption that the control tasks are in fact structurally 

analogous to the social rules under examination (Fodor, 2000; Cosmides et al, 2005, for a reply). A 

strategy adopted by adaptationists to respond to such charge is to look at neurological cases to 

provide independent evidence for the cheater-detection module. Stone et al (2002) identified a 

subject with bilateral limbic system damage (affecting the orbitofrontal cortex, anterior temporal 

cortex and amygdala) who presented a dissociation in performance between two types of 

conditional reasoning problems. The first concerned “precaution rules”, of the form “If you do some 

hazardous activity X, then you must take the precaution Y”; the second concerned “social contract 

rules”, of the form “If you take the benefit X, then you must satisfy the requirement Y”. The 

subject’s performance on the precaution rule tests was nearly equivalent to that of the controls 

(70% correct). Instead, his performance on the social contract tests dropped significantly. Stone et 

al also tested two other subjects. One had bilateral temporal pole damage that compromised the 

normal functioning of the amygdala, but spared the orbitofrontal cortex. The other had bilateral 

orbitofrontal damage but no bilateral disconnection of the amygdala. No difference in performance 

in the two tasks was found in these two patients (one scored 83% correct for the social contract 

rules and 85% correct for the precaution rules; the other scored 100% correct on both types of 

problem). Stone et al (2002, p.11534) concludes that “the selective deficit in social contract 

reasoning appears to be an effect […] of bilateral damage compromising both components of the 

limbic system: orbitofrontal cortex and amygdala”. This single dissociation was interpreted as 

evidence for a separable neurocognitive circuit specialized to detect social cheaters. But would this 

tell us anything informative about the evolution of cooperation? 

Let’s consider whether cheater-detection can be easily and more plausibly accounted for 

without assuming the existence of an adapted module. Specifically: Is cheater-detection an ability 

supported by a dedicated mechanism? Does the patient involved in Stone et al’s study really 

display a selective deficit in cheater-detection? If the answers to both questions are negative, then 

we would have grounds to conclude that the neurobiological evidence under consideration is 

uninformative as to the evolutionary roots of cooperation. 

The patient suffered severe retrograde amnesia after his accident. Someone in this condition is 

unable to recall events that occurred before the onset of amnesia. He or she, then, may feel 

distressed that he/she no longer remembers friends, relatives and significant events that occurred 

before the trauma. This might hint at an explanation for why Stone et al’s patient had difficulty to 

“realize if someone [was] taking advantage of him” in his daily life experience (Ibid., p. 11534). 

Amnesic patients, indeed, exhibit deficits in both the episodic and the knowledge memory systems. 

Such deficits in turn might impair the capacity to make sense of a given social situation by reliance  

on comparison to stored social “exemplars” (Smith & Jonides, 2000). 
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Importantly, Stone et al’s patient was found to have difficulty with general social intelligence. For 

not only he performed abnormally in detecting cheaters, but also in faux pas recognition and in 

recognition of mental states vocabulary. That is, he had deficits in making inferences about others’ 

feelings and thoughts, and in understanding psychological terms such as ‘remember’, ‘feel’, 

‘believe’. Therefore, it is reasonable to maintain that the patient had general deficits in the 

conceptualization of the social domain. 

Cheater-detection tasks elicit emotions and require an ability to assign social significance to 

certain stimuli. If the situation is represented correctly – also by recalling past experiences similar 

to it - then the subject would know that there are negative consequences if he doesn’t catch the 

cheaters. Thereby he would have a motive associated to an emotion to identify them. If the patient 

has difficulty in representing the social domain – or cannot recall relevant exemplars similar to the 

situation at hand - then it is not surprising that he performs poorly. There is no need to appeal to an 

adaptation to explain his performance. Prinz (2007, 3.3) suggests two alternative ways in which we 

could explain it: First, since his neural representation of the social world is impaired, his capacity to 

represent social norms is also impaired, thereby incapacitating him to recognize that the “social-

contract” conditionals express social rules. Second, even if we grant that he can recognize social 

rules, he may be unable to assign emotional significance to noncompliance with norms, and 

thereby he wouldn’t be concerned about possible violations. The patient, therefore, may not really 

have an impairment in an cheater-detection module since such a module may not exist. 

The same conclusion follows if we consider his neurological profile. Recall that the patient 

suffered from severe retrograde amnesia, and had a large lesion affecting both the orbitofrontal 

cortex and anterior temporal cortex (including amygdala) in both hemisphere. Most of the 

understanding in the functional specialization of the OFC-amygdala circuit comes from the clinical 

examination of neuropsychological deficits of neurological patients. Recently, clinical studies have 

been backed by imaging experiments. Determining for which specific behaviour this circuit is 

responsible remains problematic since it is not easy to track the computational principles 

underlying the relationship between the OFC-amygdala and the tasks where they appear to be 

involved. Apart from cheater-detection tasks, to make few examples, the OFC-amygdala circuit has 

been found to be involved in the coding of reward-prediction error signals, in responding to 

degrees of uncertainty, in framing effects, in the Iowa Gambling Test, in stimulus-reward 

associations, in goal-value assignment (Beer, 2007; Dolan 2007 for reviews). 

These findings highlight the complexity of the OFC-amygdala role in decision-making, thereby 

vindicating the conclusion that Stone et al. study doesn’t adequately support the case for a 

neurocognitive mechanism specifically dedicated to catch cheaters. The evidence coming from 

Stone et al (2002) can more plausibly be explained in ways alternative to the “cheater-detection” 

hypothesis. Therefore their data cannot be used to support an adaptationist approach to 

cooperation. 

 

2.2 

Ideas from Reinforcement Learning (RL) have recently been used to investigate how the brain 

works (Niv, in press, for a review). 
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A tenet of RL models is that differences between expected and obtained rewards can be used 

for learning. This discrepancy is called “prediction-error” and signals the need for behavioural 

adjustment. Prediction-errors are triggered whenever predictions are generated, updated, or 

violated. Converging evidence from electrophysiological recording in behaving animals, functional 

imaging in humans, and computer simulations show that prediction-errors are computed in 

midbrain dopaminergic neurons, striatum, amygdala, and orbitofrontal cortex. By considering the 

OFC-amygdala circuit, I conclude this section arguing that a neurocomputational perspective is 

more promising than the adaptationist for understanding the roots of cooperation given what we 

know about the brain. 

Amygdala and OFC are essential for associative learning and evaluation. The former is learning 

the predictive relationship between events in the environment such as the fact that the scent of a 

freshly baked pizza usually predicts a meal. Flexible behaviour cannot rely on this kind of learning 

alone, since this would fly in the face of a changing environment. Survival in uncertain 

environments depends on learning to select actions that will increase the probability of reward, and 

decrease the probability of punishment. This requires the capacity to evaluate: to assign a certain 

value to a state. The value measures the long-term desirability of being in that state. If amygdala 

and OFC are involved in the processes underlying these abilities, then RL provides us with the 

tools to characterize with precision their computational roles. 

Accordingly, the amygdala and OFC would acquire predictive information of the probable value 

of future events, update this information and affect decision-processes on the basis of value 

representations transformed courtesy of prediction-error signals (e.g. Dolan, 2007). The amygdala 

would primarily encode prediction-errors which underlie associative learning, whereas the OFC 

would support processes involved in flexible value-representations sensitive to external context 

and internal physiological state. 

If the encoding and the transformation of value-representations in amygdala and OFC are 

defective, an inability to modify the kinds of behaviour guided by sub-personal neural predictions 

regarding future emotional states would ensue. This may plausibly explain the performance of the 

patient in Stone et al (2002)’s study. The computational case for amygdala-OFC thus hints that 

human capacity for cooperation is not an adaptation, but it may be a by-product of neurocognitive 

mechanisms that are adaptations. This conclusion is underwritten by two further considerations. 

First, through evaluation brains have found a way to be efficient systems. Efficiency is a 

measurement of the way a system uses its energy. Although the world we inhabit is uncertain, it 

changes in predictable ways. This allows agents to keep track of the past, and to use this 

information to make predictions about the future to choose rewarding actions. An efficient system 

is makes reliable predictions about the amount of reward that the outcome of a certain action will 

yield, and thereby choose to pursue the action with the highest return. From an evolutionary 

perspective, rewarding-goals that are life-enhancing like having food, drinking water, and having 

sex, are primary reward. This doesn’t entail that the brain system is always seeking to work 

towards the attainment of life-enhancing goals. High values can in fact be attached on “biologically 

arbitrary” goals like taking drugs, solving the Goldbach’s conjecture, or complying with social 

norms. 

OFC and amygdala processes support social learning, and guide social interaction. They 

enable you to use your social experience to deal appropriately with new situations. All this does not 
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entail that cooperative behaviour contributes to the efficiency of brains. The claim is different: the 

efficiency of our brains is maintained by systems which enable cooperative behaviour but whose 

computational role is valuation. This does not explain why or how certain biologically arbitrary 

actions such as cooperation are valued more than others. However, it lends support to the view 

that human social behaviour is largely determined by culture – a system of values whose 

neurocognitive base is likely to have evolved to facilitate efficient neurocomputation. 

Second, the computations carried out by valuation systems are not specific to a unique 

information-processing domain. One reason why this is so is that the valuation systems comprise 

affective and cognitive components. OFC and amygdala participate in both affective and cognitive 

processes. They don’t seem to be hardwired to regard only some fixed set of signals as reward 

signals: Their processes are neither general nor specific but rather domain diverse (Nichols 2005, 

p.368). They enable us to behave flexibly through social contexts by learning predictive 

associations between experienced rewards and temporally removed but consistently associated 

social\emotional cues. This doesn’t mean that all social decision-making is dependent on reward 

prediction-errors. It simply means that the valuation system constrains social learning and 

behaviour in ways that are not domain specific. Hence, there would be no specific neurocognitive 

mechanism evolved to solve a distinct, recurrent, adaptive, social problem faced by our 

Pleistocene ancestors. 

 

3. 

The neurocomputational mechanisms highlighted above are common to most animal species, 

why then only humans society is based on cooperation? 

Although evolutionary hypotheses to the study of human brain are rife with speculation, humans 

evolved a very large brain, with a disproportional enlargement of the prefrontal cortex (e.g. Kaas & 

Preuss, 2008). The precise computational role of the prefrontal cortex is poorly understood; its 

activity, however, appears to be involved in high-level, flexible cognitive control, selective attention, 

working memory, planning (Fuster, 1997). Cognitive control requires a capacity to maintain goals, 

beliefs and intentions, in the face of competing stimuli. Cognitive control enables us to cope with 

diverse environments by selecting and using appropriate representations. It seems to depend on 

rule-like representations which encode abstract patterns of behaviour over different classes of 

situations (Wood & Grafman, 2003; Rougier et al, 2005). Ontogenetically, the development of this 

capacity tracks the development of the prefrontal cortex through childhood till late adolescence, a 

period of time where children are, in fact, exposed to lots of instructions, punishments and rewards 

in the social domain. I’d like to suggest that cooperation is a behavioral pattern represented in the 

prefrontal cortex.  

This idea is akin to the theory articulated in Bicchieri (2006, ch.2): According to Bicchieri a social 

norm such as cooperation is embedded into a script. Scripts are cognitive structures we acquire 

through personal experience that represent stored knowledge about people, objects, events and 

roles relevant to a situation at hand. Scripts prompt beliefs and expectations about social roles and 

sequences of actions appropriate in that situation. During our infancy we develop a number of 

social prototypes from relevant examples provided by parents, fables, and so forth. Courtesy of 

RL-mechanisms, we begin to learn how use such prototypes in different contexts. Clusters of 

prototypes-context representations then come to form rule-like representations, or scripts. Once a 
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behavioural pattern such as cooperation is established as appropriate in certain situations, the 

relevant rule-like representation is cued by contextual factors, and thereby automatically activated. 

Cooperators have learnt to maintain and automatically act upon cooperation-representations in 

appropriate contexts in the face of competing stimuli. Non-cooperators are more stimuli-oriented: 

They experience conflict when a behavioural pattern hasn’t been established since they don’t have 

rule-like representation that guides their behaviour. So they pay attention to what others do, and 

rely on their past experience and representations to learn what behaviour is expected, by whom, in 

a certain type of situation. Expectations about reward and punishment play a major role not only in 

learning the behavioural pattern of cooperation, but also in sustaining such a pattern. “One’s 

interest in avoiding the negative consequences of transgression, as well as the feeling of shame 

and guilt that may accompany it, reinforce one’s tendency to conform” (Bicchieri 1997, p.25). RL 

can then provide us with precise computational models whereby we can understand the 

neurocognitive mechanisms underlying the dynamics of cooperative behaviour.   

This is a bare sketch. The goal was to provide the general form of an answer to the puzzle 

above without invoking any dedicated mechanism, relying on valuation systems and the ability for 

rule-like representing, which seems to be unique to humans. If this hypothesis is correct, it would 

turn out that cooperation is something acquired and refined over a lifetime of social experience 

courtesy of capacities evolved for reasons different from enabling cooperation. 

 

4. 

Brains are the product of evolution. Cooperative behaviour depends on determinate brain 

processes. From these premises it follows that neurobiological evidence about human social 

behaviour may help us understand how cooperation evolved. It is not obvious, however, which 

theoretical framework is best to interpret the evidence, and guide the search for the roots of 

cooperation. 

The thesis defended in this paper is that the adaptationist framework of standard evolutionary 

psychology should not be used. This vindicates the general view of the evolutionary biologist 

George William that “adaptation is a special and onerous concept that should be used only when it 

is really necessary” (Williams, 1966, pp.4-5). The study of brain computations renders the appeal 

to neurocognitive adaptations for explaining cooperation not only unnecessary, but it also reveals 

that such an appeal would mislead us in our understanding of the nature and dynamics of 

cooperation. 

However, even if my conclusion is correct, it does not follow that neurobiological evidence and 

computational ideas make the evolutionary problem of cooperation disappear. Traits need both an 

evolutionary and a mechanistic explanation. The scale of human cooperation remains an 

evolutionary puzzle that requires evolutionary answers. The positive moral I would like to suggest 

is that evidence and ideas from computational neuroscience regarding the mechanisms of human 
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cooperation can help provide these answers, or, at least, can help provide useful constraints on 

these answers.† 

                                                 
†
 Andy Clark, Natalie Gold, Stu West and an anonymous referee for the 2009 BPPA conference provided generous 

comments on previous drafts of the present paper. At an earlier stage I discussed some of the ideas contained here with 

Filippo Rossi. A sincere thank you to all of them for their help. The usual disclaimers about the remaining errors apply. 
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