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Abstract Andy Clark is a leading philosopher and cognitive scientist. The fruits of his work have 

been diverse and lasting. They have had an extraordinary impact throughout philosophy, 

psychology, neuroscience, and robotics. The extended mind hypothesis, the power of parallel 

distributed processing, the role of language in opening up novel paths for thinking, the flexible 

interface between biological minds and artificial technologies, the significance of representation 

in explanations of intelligent behaviour, the promise of the predictive processing framework to 

unify the cognitive sciences: these are just some of the ideas explored in Clark’s work that have 

been picked up by many researches, and that have been contributing to intense debate across the 

sciences of mind and brain. This volume provides the first, interdisciplinary, critical engagement 

with Clark’s work; it includes contributions of authors from several disciplines, offering a fresh 

perspective on key questions in the sciences of mind and brain. In this introduction, we briefly 

survey some of the major motifs running through Clark’s work, and outline the content and 

structure of the volume. 
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Introduction 

 

“If the mind happens in space at all, it happens somewhere north of the neck.” 
Fodor, J. (1999). Diary. London Review of Books, 21(19), p. 69  

  

 

Where is my mind 

Way out in the water 

See it swimmin' 

 
From Surfer Rosa (1988) 

Written by Charles Thompson 

Copyright © Universal Music Publishing Group 

 

 

Where is your mind? According to traditional wisdom in philosophy of mind and cognitive 

science, the machinery of your mind is just your brain. While you are reading, your brain is 

buzzing with neural activity. Some patterns of neural activity support your eyes rapidly moving 

and then shortly fixating on the symbols in front of you. Other patterns of activity enable you to 

perceive, decode and understand what you’re reading. Knock down your frontal eye fields in 

your frontal cortex, and your eye movements will be impaired. Likewise, knock down your 

visual cortex, and your visual perception of what’s in front of you will be seriously damaged. All 

this might suggest that your mind is brain-bound. 

 

According to traditional wisdom, there is another, more fundamental reason why the physical 

basis of human minds cannot outrun the bounds of skin and skull. If we ask you “What are you 

doing now?” You may reply along the following lines: “I want to read the introductory chapter 

of the volume on Andy Clark’s philosophy, and I have reason to believe that moving my eyes 
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and body in certain ways, and perceiving and deriving meaning from the symbols in front of me 

is one way to get the job done.” You would thus offer us an explanation of your behaviour by 

citing the beliefs and desires you entertain. 

 

Importantly, the mental states cited in this explanation have a unique property. They are about 

things: they possess intentionality, and have ‘content’ (making them ‘semantically evaluable’). 

The sentences on this page have content too, but their content derives from our mental states. 

Sentences, and indeed any other piece of the external world, are often said to have ‘derived 

intentionality.’ They would not have any meaning unless it was conferred to them by people who 

use those sentences to express their thoughts and communicate with others. So, if external items 

do not mean anything on their own, and the mark of the mental is intentionality, then the mental 

cannot overflow the boundaries of skin and skull. And citing bits of the environment in 

explaining intelligent behaviour will not play the unique role played by intrinsically meaningful, 

content-having, causally efficacious mental states. 

 

In sum, according to traditional wisdom, the physical substrate of the mind cannot reside outside 

of our heads, and explanations of intelligent behaviour must always look for content-having, 

causally efficacious states within the boundaries of skin and skull. 

 

Over the course of his career, Andy Clark has systematically challenged both of these tenets in 

the philosophy of mind and cognitive science. Clark’s challenge has primarily come on two 

fronts. On the metaphysical front, Clark has tried to show how a form of functionalism opens the 

door to the possibility that the vehicles of thought can overflow the causal transactions that take 

place within our skulls. This form of functionalism can be captured in a “Parity Principle,” which 

Clark and Chalmers (1998) originally formulated as follows: 

 

“If, as we confront some task, a part of the world functions as a process which, were it done in 

the head, we would have no hesitation in recognizing as part of the cognitive process, then that 

part of the world is … part of the cognitive process.” (p. 8) 

 

Here is the basic idea: if what makes something a certain type of cognitive state or process 

depends not on its internal constitution or on its physical instantiation, but rather on the coarse 

functional role it plays in a system, then it is a prejudice to maintain that the mind must be 

instantiated within the skull. When external devices, systems, and other structures in the world 

function sufficiently like things or processes people would normally regard as cognitive, were 

they to occur inside the skull, then they too could figure as proper parts of our cognitive system. 

(Clark and Chalmers 1998; Clark 1997, 2008). 

 

This proposal generated a lively controversy in the metaphysics of mind under the banner of the 

‘Extended Mind’ debate, and in the philosophy of mind and cognitive science more generally 

under the banner of ‘Extended Cognition’. In the first section of this volume Dave Chalmers, 

Fred Adams, Katalin Farkas, and Mike Wheeler present cutting-edge criticisms of the arguments 

presented in these debates, and original proposals for the future direction of this research. Both 

Chalmers and Farkas focus on how exactly to specify the extended mind thesis, including how to 

interpret some of its early examples, and press on the possibility of consciousness extending. 

Adams argues that Clark’s failure to specify what ‘cognition’ is undermines his argument that 



3 

 

cognition extends, and Wheeler pushes this style of analysis further in terms of the debates 

between the first and second ‘waves’ of the extended mind debate. 

 

Clark’s arguments have also extended into a wider program investigating ‘Embodied, 

Embedded, Enactive and Affective’ cognition, in which he has argued that details of the bodies 

of agents as well as worldly resources make essential contributions to explanations of a great 

many cases of intelligent behaviour (Clark 1997, 2004, 2008). The remaining chapters in the first 

section of this volume expand on this theme. Ken Aizawa pursues Clark’s claims about the role 

of language in metacognition, and related implications of extended cognition. Larry Shapiro 

defends the view (against Clark’s ‘larger mechanism’ framework) that the body makes a ‘special 

contribution’ to cognition. Michelle Maiese argues that affectivity is embodied and embedded, 

but not extended. 

 

The hypotheses of extended, embodied, and embedded cognition have been taken up further in 

the informatics disciplines and in AI, in terms of Clark’s proposal that humans are ‘natural born 

cyborgs.’ This suggests that we are beings who routinely incorporate parts of the world into our 

cognition, using these not only to extend our cognitive capacities, but to realise many novel 

cognitive capacities too. The chapters in Section Two explore this theme. 

 

Louise Barrett uses the theme of evolutionary (dis-)continuity between humans and other 

animals to question the role of representationalism in Clark’s work, and to question whether 

reliance on artefacts increases or decreases cognitive load. Rob Goldstone turns the Parity 

Principle around, and proposes that we can ‘hack’ our own perceptual systems to provide new 

mental tools. David Kirsch provides a novel way to distinguish cognitive extension from 

cognitive embedding, and suggests that real cognitive extension is only ever brief and temporary. 

Kim Sterelny charts a methodologically cautious history and evolution of human reliance on 

materially scaffolded cognition. This concludes discussion of the first front of Clark’s arguments 

against the received view about cognition and the nature of the mind. 

 

On the second front, Clark has argued against classicist ideas about cognition. The classicist 

conception of cognition is one in which the mind functions like a digital computer, manipulating 

symbols according to a set of rules, where the symbols consist of concepts similar to the lexical 

items found in natural languages. However, Clark has argued that the functional profile of a 

system need not feature symbolic items that track natural language concepts, and so need not be 

‘semantically transparent’. This means that the representational items that feature in a system’s 

processes need not relate in a systematic way to features of the world that can be picked out 

propositionally, with the expressive resources of public language (Clark 1989, 1993). Even 

systems without this semantic transparency can be justifiably taken to possess genuinely 

intentional states that play an important, though not exclusive, explanatory role for cognitive 

activities (Clark 1997, 2013). 

 

Explanations of intelligent behaviour that rely on connectionist neural networks, dynamical 

system modelling, and Bayesian modelling and predictive coding illuminate this explanatory 

shift. In these alternative approaches, contentful mental states like thoughts and beliefs can be 

characterised as distributed sets of biases and structures in a system that is poised to pick up 

statistical structure in the data it encounters when it interacts with the environment. In this case, 
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mental states need not consist of contentful symbols, but typically consist of fluid, distributed, 

probabilistic, and super-positional structures acquired at different time scales, which are far from 

semantically transparent (i.e., it’s not easy to read off their meaning and how they are related to 

each other). And yet this opacity should not suggest that the system does not possess genuinely 

intentional states or internal representations, or that it cannot support the productivity and 

systematicity of thought. 

 

All this may naturally suggest that we should be looking at diverse and disunified array of 

explanatory resources in order to understand how minds emerge from the complex cooperation 

of brain processes with bodily form, action, and the canny use of environmental structures. 

While this conclusion seems to follow naturally from Clark’s work, Clark has in fact resisted it 

in his most recent project (Clark 2013, 2016). In this, he argues that the embodied mind’s rag-

bag of tricks and stratagems may be unified through a few core principles grounded in the view 

that the brain is a multi-layer probabilistic prediction machine. Instead of being passive, 

feedforward accumulators of environmental features, brains are active predictors of 

environmental signals. Hierarchically organized networks of neurons encode hierarchically 

organized statistical models of the environment, which they employ to make predictions about 

their next sensory state. As a function of the way in which observed sensory input proves these 

predictions to be wrong, the neurally-encoded statistical models get updated and re-deployed to 

make fresh predictions that organisms use to aptly navigate their environment. In this continuous 

cycle of prediction-error-based-updating guided by action-perception loops, embodied brains 

become better and better at predicting environmental structures that matter for their own survival 

and flourishing. 

 

In this exciting picture of brain function, action, perception, attention and consciousness are 

painted as continuously co-constructed around the same fundamental computational routine: 

prediction-error minimization. Thus, our embodied, embedded, extended and spatially and 

temporally distributed cognition is to be grounded in an orchestrated attempt to individually and 

collectively minimize the error in our predictions about specific sensorimotor trajectories in our 

local environments.  

 

However, it is early days for predicting whether the predictive processing account will deliver a 

genuinely unified science of the embodied mind. This issue is taken up in Section 3 of the 

volume. A number of authors in this section question the fit between predictive processing and 

Clark’s earlier work on extended, enactive and embodied cognition. Mike Anderson and Tony 

Chemero offer a different reading of how the predictive coding framework might fit with radical 

embodiment, which highlights the role of ecological information, and downplays the concepts of 

prediction, models, and representation. Jakob Hohwy argues that the representational demands of 

predictive processing are not consistent with the kind of mind-world relationship that Clark is 

committed to. Nico Orlandi and Geoffrey Lee examine Clark’s interpretation of the predictive 

processing framework, and argue that it preserves traditional (and non-Clarkian) distinctions 

between perception and action. 

 

Somewhat differently, Karl Friston recommends an enactivist and embodied version of 

predictive processing in which agents need not always have (representational) models of their 

environments, but simply are models of their environments in virtue of existing. Anil Seth uses 
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the resources of predictive processing applied to interoception to explain the phenomenology of 

embodiment, selfhood and subjectivity. Barbara Webb uses test cases of insect cognition to 

analyse whether predictive processing does in fact capture how simpler cognitive organizations 

such as those of insects function. Finally, Jesse Prinz offers a critical overview of Clark’s work, 

and raises the question of whether it possible for any single account of cognition to be 

explanatorily adequate. 

  
This volume, like the work it engages with, is incredibly broad in scope, and will serve to 

showcase and encapsulate Clark’s imaginative explorations of mind and its place in nature. Andy 

has been a sparkly inspiration to us. Smart and curious, he has taught us how to think big and 

take chances, explore new intellectual territories, and face up to questions that have the potential 

to impact human life, and all with grace and humility. We hope that this volume will likewise 

inspire future generations of researchers in the sciences of mind. 

 

 

“I feel released 

Bad times deceased 

My confidence has increased 

Reality is here 

The game has been disbanded 

My mind has been expanded.”  

 

From The Rocky Horror Picture Show (1975) Rose Tint My World 
Written by Richard O'Brien 

 

 

 

 

Andy Clark’s key publications: 

Microcognition: Philosophy, Cognitive Science and Parallel Distributed Processing. MIT Press, 

1989. 

Associative Engines: Connectionism, Concepts and Representational Change. MIT Press, 1993. 

Being There: Putting Brain, Body and World Together Again. MIT Press, 1997. 

The Extended Mind, with Chalmers, D. Analysis, 1998, 58, pp. 7-19. 

Natural-Born Cyborgs: Minds, Technologies, and the Future of Human Intelligence. OUP, 2004. 

Supersizing the Mind: Embodiment, Action, and Cognitive Extension. OUP, 2008. 

Whatever Next? Predictive Brains, Situated Agents, and the Future of Cognitive Science. 

Behavioural and Brain Science, 2013, 36, pp. 181-204.  

Mindware: An Introduction to the Philosophy of Cognitive Science. 2nd ed., Oxford University 

Press, 2014. 

Surfing Uncertainty: Prediction, Action, and the Embodied Mind. OUP, 2016. 


