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Abstract 

Can facts about subpersonal states and events be constitutively relevant to personal-level 

phenomena? And can knowledge of these facts inform explanations of personal-level 

phenomena? Some philosophers like Jennifer Hornsby and John McDowell argue for two 

negative answers whereby questions about persons and their behavior cannot be answered by 

using information from subpersonal psychology. Knowledge of subpersonal states and events 

cannot inform personal-level explanation such that they cast light on what constitutes persons’ 

behaviors. In this paper I argue against this position. After having distinguished between 

enabling and constitutive relevance, I defend the claim that at least some fact about 

subpersonal states and events is constitutively relevant to some personal-level phenomenon, 

and therefore can, and sometimes should, inform personal-level explanations. I draw some of 

the possible consequences of my claim for our understanding of personal-level behavior by 

focusing on the phenomenon of addiction. 

 

1. Introduction 

I feel happy, my brain doesn’t; I smell aromas, my brain doesn’t; I learn new things, my brain 

doesn’t. The neurons that make up my brain generate action potentials—or spikes—structured in 

sequences—or trains. They don’t feel, smell or learn. To mark this distinction, in Content and 

Consciousness, Dennett distinguished between the personal and subpersonal levels of explanation. 

Speaking about pain, Dennett writes: 

 

When we have said that a person has a sensation of pain, locates it, and is prompted to act in a certain way, 

we have said all there is to say within the scope of this [personal-level] vocabulary. We can demand further 
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explanation of how a person happens to withdraw his hand from the hot stove… if we do this we must 

abandon the explanatory level of people and their sensations and activities and turn to the sub-personal level 

of brains and events in the nervous system. But when we abandon the personal level in a very real sense we 

abandon the subject matter of pains as well… for our alternative analysis cannot be an analysis of pain at all, 

but rather of something else – the motion of human bodies or the organization of the nervous system. 

(Dennett, 1969, pp. 93-4) 

 

 An important task for the philosophy of psychology is to explain whether and how the 

personal and subpersonal levels are related. Bermúdez calls this task the interface problem. The 

interface problem asks “how does commonsense psychological explanation [which is the prominent 

form of explanation at the personal level] interface with the explanations of cognition and mental 

operations given by scientific psychology, cognitive science, cognitive neuroscience and the other 

levels in the explanatory hierarchy?” (Bermúdez, 2005, p. 35). 

 The aim of this paper is to defend a neurocomputationalist co-evolutionary position on the 

interface problem. The co-evolutionary research ideology is a centerpiece of the traditional 

neurocomputational picture of the mind (Churchland, 1986). According to this position, the 

concepts and categories we use to understand cognition and behavior at any level of explanation 

“may need to be revised, and the revisionary rationales may come from research at any level” 

(Churchland, 1993, p. 746). 

 The claim defended is that at least some fact about subpersonal states and events is 

constitutively relevant to some personal-level phenomenon, and therefore knowledge of this fact 

can, and sometimes should, inform personal-level explanations. Let me clarify my argumentative 

strategy. 

 The interface problem is an explanatory problem. Related to the interface problem, the 

personal/subpersonal distinction is an explanatory notion. The first part of my claim—viz. at least 

some fact about subpersonal states and events is constitutively relevant to some personal-level 
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phenomenon—concerns conceptual relationships by appealing to the notion of ‘constitution.’ Thus, 

the first part of my claim is a form of the co-evolutionary position. 

 From a claim concerning conceptual relationships, an explanatory conclusion is drawn: 

Provided that some fact about subpersonal states or events is constitutively relevant to some 

personal-level phenomenon, knowledge of this fact can, and sometimes should, inform personal-

level explanations. This is because of one central aspect of the ordinary personal-level explanatory 

strategy: We ordinarily explain somebody’s behavior by redescribing it employing different 

concepts. By redescribing somebody’s behavior with different concepts, we make intelligible what 

someone is doing in or by behaving thus and so. One of the burdens of this paper is to show that the 

subpersonal level can make conceptual contact with explanations at the personal level, as 

subpersonal information can, and sometimes should, inform the ways we conceptualize personal-

level phenomena. 

 The paper comprises five sections. Section 2 characterizes explanation at the personal and 

subpersonal level, and defines horizontal and vertical explanation by drawing on Bermúdez (2000, 

2005). Specifically, it clarifies what neurocomputational explanation consists in, and contrasts it 

with folk-psychological explanation. Section 3 distinguishes between enabling and constitutive 

conditions of personal-level phenomena; it introduces Jennifer Hornsby’s and John McDowell’s 

arguments for why the subpersonal is constitutively irrelevant to our understanding of personal-

level phenomena. Section 4 lays down an argument for the claim defended in the paper. Section 5 

addresses three objections to my argument. Section 6 concludes. 

 

2. Horizontal and Vertical Explanations 

“Horizontal explanation is the explanation of a particular event or state in terms of distinct (and 

usually temporally antecedent) events or states” (Bermúdez, 2005, p. 32). Explanation of people’s 
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behavior couched in the vocabulary of folk-psychology is the paradigm case of horizontal 

explanation at the personal level. 

 Folk-psychology appeals to classes of mental states that are about things, properties or states 

of affairs extrinsic to them in order to explain human behavior. Such states display intentionality, or 

have content. Beliefs, desires, intentions, expectations, perceptions, perhaps emotions, are all 

examples of such states. They are often referred to as ‘propositional attitudes’ since the object of 

such states—or their content—can be conceived of as a proposition. Personal-level, folk-

psychological explanations make reference to intentional states and to rational constraints on such 

states. Two such constraints are that people’s beliefs and expectations must be consistent and 

governed by familiar deductive principles like modus ponens. We can make sense of people’s 

behavior by presuming that their beliefs and desires are constrained by certain rational principles. 

Ascription of intentional states to agents allows us to pick out generalizations of the form: “If agent 

S desires p and believes that by doing a she will get p, then S will, ceteris paribus, do a.” By 

relying on such generalizations, we can predict what agents will probably do under certain 

circumstances. I now elaborate on these aspects of folk-psychological explanation with an example. 

 Between 1683 and 1715, nearly 30,000 Corsicans lost their lives to vendetta. Suppose that 

Michel and his family lived in Corsica in the seventeenth century. When his sister got dishonored, 

Michel went to find the responsible and killed him. Why did Michel act as he did? 

 According to Davidson, “[w]hen we ask why someone acted as he did we want to be 

provided with an interpretation” (Davidson, 1963, pp. 9-10). This interpretation allows us to: (i) 

understand what people are doing by behaving thus and so; (ii) identify their reasons for behaving 

the way they do; and (iii) predict people’s behavior thereby facilitating us to navigate our social 

world. 

 We want to know why Michel raised his arm holding a knife in a certain situation. We may 

be told that he was waving to Claude, or that he was trying to stab Claude, or that he was taking 
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vengeance. In all these cases, we are provided with a new description of what Michel did; each 

description uses different concepts to help us understand Michel’s behavior. Given a redescription, 

one can know what Michel was doing by raising his hand. 

 Having characterized Michel’s behavior as vengeance, we may still want to know why 

Michel is taking vengeance. We may want to know Michel’s reasons for doing what he is doing. By 

appealing to Michel’s context, to his beliefs, expectations and attitudes, and to the reasoning he 

goes through, we can grasp Michel’s reasons for taking vengeance. 

 Finally, we may want to know what Michel will probably do under certain circumstances. 

Folk-psychology provides us with one way to predict Michel’s behavior. We ascribe to him certain 

beliefs, expectations, goals, and preferences, we presume that he is rational, and drawing upon such 

ascriptions we predict that he will probably try to kill those who wronged his sister. 

 In sum, explanation at the personal level is prominently—but not exclusively (Bermúdez, 

2000, par. 1)—couched in the framework of folk-psychology. This type of explanation has the 

following distinguishing features: 

 Explanatory Targets: 

What are people doing when they behave thus and so? 

Why do people behave the way they do? 

 Explanatory Patterns: 

- Behavior that calls for explanation is redescribed by using concepts that make it intelligible 

so that one now knows what an agent is doing in or by behaving thus and so. 

- Propositional attitudes are ascribed to agents to pick out generalizations of the form: 

“If agent S in context C desires p and believes that by doing a she will get p, then S will, 

ceteris paribus, do a.” 

Such type of generalization allows us to identify the agent’s reasons for doing a. 

 Constraints: 

The ascription of propositional attitudes is based on the presumption that the agent to whom 

they are ascribed is rational. 

 Taxonomy: 
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The categories employed are extracted from people’s everyday, “commonsense” 

psychological explanations, and from facts about people and their situation. 

 Vocabulary: 

‘Belief’, ‘Desire’, ‘Intention’, ‘Emotion’, ‘Reason’ and other propositional-attitude 

expressions. 

 

 There is a different story that may be told about Michel’s behavior. This story, as Dennett 

(1969, pp. 93-94) points out, abandons the explanatory level of people and turns “to the sub-

personal level of brains and events in the nervous system.” In general, explanations that deal “with 

parts, or systems of the cognitive agent, rather than with the agent itself as thinking and acting 

organism” are at the subpersonal level (Bermúdez 2005, p. 28). The subpersonal comprises many 

levels and there are different types of subpersonal explanations (see Craver, 2007, Ch. 5, on the 

notion of levels of subpersonal explanation). For the purpose of my argument, I am concerned with 

a specific type of subpersonal explanation: neurocomputational explanation. 

 Neurocomputational explanations explain how the brain carries out cognitive functions and 

generates behavior. They make reference to brain components—to brain areas, populations of 

neurons, neurons, synaptic connections, chemical neurotransmitters—and their activities, but also to 

the informational transactions between neural populations. They describe how neural processes 

encode, transform and decode information represented by patterns of neural activity. 

 Neurons’ fundamental activity consists in generating all-or-none events known as spikes (or 

action potentials). Sequences of spikes are called neural spike trains. Depending on their 

biophysical properties and their connections with other neurons, neurons generate spiking trains 

with different properties. A neural computation, in a generic sense, is the transformation of neural 

spike trains according to an algorithm. Neurocomputational explanations consist in specifying how 

organized brain components and their activities produce neural spike trains that carry out cognitive 

functions and generate behavior (Churchland & Sejnowski, 1992; Piccinini, 2006; 2007). 
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 Neurocomputational explanation is one type of subpersonal explanation, as subpersonal 

mechanisms can be described solely in terms of biological and chemical functions with no reference 

to the computational routines performed by neural activations. For example, an event like an action 

potential occurring at a particular time can be explained by citing distinct, antecedent events like the 

release of neurotransmitter molecules by a presynaptic neuron and the binding of these 

neurotransmitters to receptors on the postsynaptic cell. This is a case of subpersonal, non-

computational, horizontal explanation. 

 To further clarify what I take to be neurocomputational explanation, let me recall one of the 

best-developed neurocomputational explanations. Dopamine is a neurotransmitter implicated in 

many aspects of learning and decision-making. One widely accepted description of the phasic 

changes of activities in neurons that contain dopamine is within the framework of Reinforcement 

Learning (Sutton & Barto 1998). Reinforcement Learning (RL) is a field in computer science and 

machine learning offering a collection of algorithms to address the problem of learning what to do 

in the face of rewards and punishments received by taking different actions in an unfamiliar 

environment. 

 A wealth of evidence indicates that activity of dopaminergic neurons in the basal ganglia 

can be described as implementing a reward prediction-error, which is a signal used by some classes 

of RL-algorithms (Houk et al., 1995; Schultz et al, 1997). A reward prediction-error is the 

difference between obtained and expected reward. To say that dopamine neurons activity can be 

described as implementing a reward prediction-error is to say that some neurons can be described as 

performing computations by executing some RL-algorithm. By executing this algorithm, the brain 

would carry out the cognitive task of learning what to do in the face of expected rewards and 

punishments, and generate behavior accordingly. 

 Thus, subpersonally, Michel’s learning to comply with a norm of vengeance can be 

explained by reference to the spiking patterns distributed in specific circuits of his brain and by 



8 

 

spelling out the computational role of his dopaminergic neurons. This sort of explanation makes no 

direct reference to personal-level states like beliefs and desires and to the principles of rationality 

that govern them. 

 These are distinguishing features of neurocomputational explanations: 

 Explanatory Targets: 

Why/How does the brain carry out cognitive functions and produce behavior? 

 Explanatory Patterns: 

Cognitive functions and behavior are explained by identifying and describing relevant 

mechanistic components, their organized activities, the computational routines they perform 

and the informational architecture of the system underlying those functions and behavior. 

 Constraints: 

The identification of neurocomputational mechanism is constrained by spatial, temporal, 

structural, functional, informational and causal considerations. 

 Taxonomy: 

The categories employed are extracted from computational cognitive neuroscience. 

 Vocabulary: 

‘Neural spiking pattern’, ‘Population of neurons’, ‘Algorithmic transformation of 

informational input’, and the other expressions typically used to refer to the brain (or parts 

thereof), its activities and the computational functions it performs. 

 

 I conclude this section by introducing the notion of vertical explanation, which is essential to 

my defense of a neurocomputational perspective on the interface problem. Following Bermúdez, 

vertical explanations account for the “grounds of horizontal explanation” (2005, p. 33). They are the 

kinds of explanations typically provided by the cognitive sciences. The project is to explain the 

subpersonal mechanism for which personal level generalizations can be true. In Dennett’s example, 

the demand for an explanation of “how a person happens to withdraw his hand from the hot stove” 

is a demand for a vertical explanation. It is a demand for explaining the transactions in a person’s 

nervous system that cause that person to withdraw his hand. The explanation of these causal 

transactions give grounds for the truth of the statement that people generally withdraw their hands 
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from hot stoves. In some sense, then, subpersonal, neurocomputational explanations show how 

personal-level explanations are possible. Next section will distinguish between different senses of 

this making-possible relation. 

 For the moment, notice that adopting a neurocomputational perspective to the interface 

problem doesn’t entail an eliminativist stance toward folk-psychology. Some advocates of a 

neurocomputationalist approach to the mind have put emphasis on its discontinuities with folk 

psychology, thereby arguing that folk-psychology is radically false and should be replaced with 

explanations couched in terms of our best scientific theories of how the brain works (Churchland, 

1981; 1995). Others like Clark (1989) argue for ecumenical views, whereby folk-psychology and 

neurocomputational approaches to the mind have distinctly different explanatory roles, and so can 

peacefully coexist. Rather than hostility to folk-psychology, what motivates neurocomputationalism 

is a co-evolutionary conception of the relationship between different explanatory levels 

(Churchland, 1986). Co-evolution, as noted in the introduction, involves explanations and concepts 

at one level being susceptible to correction, reconceptualization, and sometimes elimination, in light 

of discoveries and conceptual refinements at other levels. Such co-evolutionary conception can be 

developed in different directions, which may involve different attitudes toward folk-psychology. 

 

3. Enabling and Constitutive Conditions 

In a minimal sense subpersonal explanations provide enabling conditions of personal-level 

explanations. ‘Enabling’ is a “making-possible” relationship between subpersonal and personal 

(Clark, 1989, Ch. 3.9; McDowell, 1994; Hurley, 2008). A set of conditions C enable a phenomenon 

P just in case they are causally relevant to the occurrence of P. The making-possible relationship is 

understood here to be relative to the actual world and its causal structure. With this caveat in mind, 

one way to tackle the interface problem is by distinguishing different senses of the enabling 

relationship. 
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 The fact that the laws of nature obtain can be said to be among the enabling conditions of 

Michel’s decision to take vendetta. But this kind of enabling condition doesn’t contribute anything 

to our understanding of personal-level phenomena. On the one hand, a world where the laws of 

physics don’t obtain or where the laws of physics are different from what they actually are is a 

logically possible world different from the actual world. So this sense of enabling is irrelevant for 

my purposes. On the other hand, a law of nature such as Ohm’s law is part of the background 

conditions of both Michel’s decision and of the electric currents flowing along passive neural fibers 

in his brain. To know that Ohm’s law obtains doesn’t add anything to the personal-level 

explanation. So when enabling conditions are understood in terms of background conditions, 

knowing such conditions doesn’t add anything to the explanation of the phenomenon that they 

enable. 

 Normal brain activity is among the enabling conditions of personal level phenomena. When 

the nervous tissue is not intact or some neurobiological parameters are outside certain bounds, 

abnormal behavior is likely to ensue. In this sense, explaining how the brain works is necessary for 

explaining abnormal, personal-level, cognitive phenomena. The enabling conditions here are not 

mere background; they are relevant to the occurrence of certain phenomena. Hence, they have an 

important part to play at the personal-level of explanation. Take a phenomenon like addiction. It is 

plausible that information about dopamine neurons and the kinds of computations they perform is 

necessary if we want to explain how we should best intervene to treat their condition. Such 

information will also play an important role in explaining under what circumstances people are 

prone to addiction and how they will behave when they face a situation with certain cues, and so 

forth (Ross et al., 2010a). In general, subpersonal information may be sufficient to explain such 

conditions as paralyses and may be necessary to explain how normal functions are enabled. It is 

problematic, nonetheless, to claim that it may be sufficient to explain behavior under normal 

conditions by appealing only to neurocomputational factors. More generally, it is problematic to 
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maintain that subpersonal events and states should inform explanations of ordinary, non-

pathological, behavior where considerations of what it is for people to be intentional, rational, 

agents play a constitutive role. 

 Some philosophers maintain that the personal level enjoys a distinct autonomy from facts 

about subpersonal states and events and from knowledge about facts concerning the subpersonal 

level. As Bermúdez (2000) puts it, two claims are held by defenders of the personal-level autonomy 

like Davidson, McDowell and Hornsby. The first one states that “explanations at the personal level 

can be fully understood without knowing any facts at the sub-personal level” (p. 66). The second 

one states that “sub-personal states will not feature in explanations of behavior at the personal 

level” (Ibid.). My argument is concerned with the first claim only. 

 I hold that explanations at the personal level sometimes should be informed by knowledge 

of facts at the subpersonal level, as we wouldn’t have full understanding of certain personal-level 

phenomena without such knowledge. I assume, following Davidson (1963), that the understanding 

of phenomena at the personal level depends, at least partly, on the concepts we employ to describe 

those phenomena. If some facts at the subpersonal level are constitutively relevant to those 

phenomena at the personal level, then knowing those facts can contribute to revise the ways we 

conceptualize the personal-level phenomena. So I hold that the notion of understanding by 

redescription involves the notion of constitutive relevance/explanation. 

 The notion of ‘constitutive relevance/explanation’ as employed here should not be confused 

with the notion of ‘constitutive relevance/explanation’ as employed in philosophy of science 

(Salmon, 1984) and philosophy of neuroscience (Craver, 2007). According to the notion employed 

in philosophy of science and philosophy of neuroscience, constitutive explanations explain a 

complex phenomenon by breaking it down into its ingredients. Constitutive explanations explain 

properties of a system by appealing to the properties of its components and their organization. 

Constitution, in this sense, is a metaphysical relation distinct from causation. While causation 
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typically holds between processes and events, constitution typically holds between properties or 

entities of a system. According to Craver (2007), a constituent C is relevant to workings of some 

capacity φ just in case it is possible to intervene on C so as to change φ, and vice versa. 

 This is not the notion of ‘constitutive relevance/explanation’ used here, as this is not the 

same notion of ‘constitutive relevance/explanation’ as that employed by Davidson, Hornsby, 

McDowell, and others in relation to the autonomy of personal-level explanation. 

 Hornsby grounds her argument for the irrelevance of subpersonal facts for personal-level 

explanations on the role played by what Davidson calls ‘the constitutive ideal of rationality’ 

(Davidson, 1980, p. 223). The idea of a ‘constitutive ideal of rationality’ is that explanation of 

people’s behavior is governed by rational principles which are logically necessary to make other 

people’s behavior intelligible. This last feature is what makes belief-desire ascriptions constitutive 

of the personal-level domain of explanation. Rational ascriptions of beliefs and desires make 

possible explanation of behavior of a special sort. 

 Hornsby (2000, p. 16) acknowledges that there are “perfectly good questions about how it is 

that persons have the aptitudes and capacities which we take for granted.” But these are not 

personal-level questions. They are questions about the properties of our nervous systems in virtue of 

which, “as beings with such brains and nervous systems,” we have certain “aptitudes and 

capacities” (Ibid.). Neurocomputational explanation would only address how-questions “which 

proceed from empirical ignorance.” Subpersonal states and events cannot inform explanations of 

what constitutes personal-level phenomena since such phenomena are intelligible only in the 

context of our human life. Although it may be interesting to know “what goes on subpersonally 

when a person does something intentionally… a study of the mechanisms of neural transmission 

won’t help in understanding what a person’s intentionally doing something consists in” (Ibid.). 

According to Hornsby, then, questions about persons and their actions cannot be answered by using 
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concepts from the subpersonal domain. Knowledge of subpersonal states and events cannot inform 

personal-level explanation such that they cast light on what constitutes us as persons. 

 McDowell (1994) draws the distinction between what enables and what constitutes 

phenomena at the personal level. He argues that the relevance of the personal/subpersonal 

distinction is not limited to rational beings, but concerns any creature capable of “competently 

inhabiting its environment” (1994, p. 200). He considers Lettvin et al.’s (1959) neurocomputational 

work on frogs’ sensory systems and argues that it is plausible that to fully understand frogs we need 

both froggy and sub-froggy explanations, as well as to fully understand people we need both 

personal and subpersonal explanations. Yet “[t]he sub-personal account of a sensory system which 

treats it as an information-processing device that transmits its informational results to something 

else inside an animal cannot adequately characterize what its sensory systems are for the animal” 

(Ibid., p. 197). We must place the whole animal in the context of its competently inhabiting its 

environment—or Umwelt—if we want to understand what sensory systems are for an animal. 

 Both Hornsby and McDowell are suggestive about the target of constitutive explanations. 

Hornsby says that knowledge of some facts about subpersonal mechanisms “won’t help us in 

understanding what a person’s intentionally doing something consists in” (emphasis added). 

McDowell writes: “[Dennett] offers what may be an enabling explanation of consciousness, but not 

a constitutive one. In one sense, this leaves us without an account of consciousness. We lack an 

account of what it is, even if we have an account of what enables it to be present” (McDowell, 

1994, p. 203, emphasis added). So constitutive explanations of a given personal-level phenomenon 

like consciousness aim to account for what that phenomenon consists in. It aims to conceptualize 

that phenomenon so that it could be intelligible “in the context of our distinctively human life” 

(McDowell, 1985). Hence, for Hornsby and McDowell, it seems that constitutive explanations 

provide us with information on what people are doing when they engage in some behavior or what 

certain phenomena people display consist in. The ordinary way to reach this target is to redescribe 
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the puzzling phenomena or behavior by using different concepts that could make them intelligible 

and could point to their significance in our life. In this sense, constitutive explanations provide us 

with information about how and why—viz. in virtue of what conceptual relationships—people 

display certain behaviors and cognitive phenomena. Constitutive explanations don’t seem to be 

concerned with what (causally) enables certain phenomena displayed by an agent. Constitutive 

explanation deal with concepts and their logical relationships in the context of an agent’s inhabiting 

its world. 

 Granted this notion of constitution, we need some way to draw a more precise 

characterization of when a given fact is constitutively relevant to some phenomenon. Clark (1989, 

Ch. 3.9) provides one such way discussing the relationship between folk-psychology and a 

neurocomputational approach to the mind. “A fact p—Clark (1989, p. 55) writes—is constitutively 

relevant to a phenomenon q if p is not merely causally implicated in q but somehow conceptually 

bound up with the very possibility of q.” Clark goes on explaining what a conceptual bound 

amounts to by a principle of subtraction: 

 “Fact p is constitutively relevant to q if on conceptual grounds we can see that q could not 

survive the subtraction of p.”
1
 

 If facts about subpersonal states and events cannot be constitutively relevant to personal-

level phenomena—as argued by Hornsby and McDowell—then knowledge of these facts cannot 

affect our understanding of personal-level phenomena. The next section argues against this 

conclusion. 

 

                                                 
1
 A precise definition of the constitutive relation should identify its properties. This task, however, is beyond the scope 

of this paper. For present purposes, suffices to note that the constitutive relation is probably not transitive, because if it 

were, every time that we want to explain some personal-level phenomenon, information about the subpersonal would 

inform the explanation. This seems implausible, as it would give the second, explanatory claim defended in the paper a 

necessary status. Note 2 is related to this point. Thanks to an anonymous referee for making me think harder about this 

issue. 
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4. Neurocomputational Constitution 

My argument for a neurocomputational perspective on the interface problem has three premises: 

 (P1) Constitutive explanations provide information on why (conceptually) or in virtue of 

which conceptual relationships, persons have some properties and display certain cognitive 

phenomena and behaviors. 

 (P2) If some fact about state or event provides us with information on why (conceptually) or 

in virtue of which conceptual relationships, persons have certain properties and display certain 

cognitive phenomena and behaviors, then that fact is constitutively relevant to some personal-

level phenomenon. 

 (P3) Some fact about subpersonal states or events provides information on why 

(conceptually), or in virtue of which conceptual relationships, persons have certain properties, 

and display certain cognitive phenomena and behaviors. 

Therefore: 

 (C) Some fact about subpersonal states or events is constitutively relevant to some personal-

level phenomenon. 

 In all premises ‘why’ and ‘in virtue of’ should not be read in terms of enabling-causal 

relationships. They refer to a constitutive/conceptual-relationship that specifies what makes some 

property a certain property or some phenomenon a certain phenomenon and not a different one. The 

argument goes from premises concerning the kind of information yielded by constitutive 

explanations to the claim that some fact about subpersonal states and events is constitutively 

relevant to personal-level phenomena. This is the first part of the claim defended in the paper. After 

having articulated the argument above, I return to the second, explanatory part of my claim. 

 The argument is deductively valid. P1 holds by stipulation. It says what we learn from a 

constitutive explanation. Constitutive explanations, following McDowell (1994), specify what it is 
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for a personal state, property or phenomenon to be that state, property or phenomenon. They 

provide us with information about the conditions that constitute personal-level phenomena. 

 P2 holds because information about what makes a certain phenomenon that phenomenon is 

conceptually bound up with the facts that constitute that phenomenon. Facts about states and events 

that provide us with this type of information about a given phenomenon are constitutively relevant 

to that phenomenon. That phenomenon could not survive the subtraction of the information yielded 

by those facts. If some fact about some subpersonal state provides constitutive information about 

personal-level phenomena, then that fact is constitutively relevant to those phenomena. But then the 

concepts used in explaining human beings and their behavior can be revised under the pressure of 

knowledge of facts about subpersonal states and events. So if some subpersonal fact is 

constitutively relevant to some personal-level phenomenon, knowledge of that fact can inform 

explanations at the personal level. Therefore establishing (C) suffices to establish the possibility 

claim contained in the second part of the claim defended in the paper. 

 P3 is open to attack. 

 McDowell, Hornsby, but also Davidson, would claim that P3 is false. The personal, unlike 

the subpersonal, is governed by norms of rationality. Only norms of rationality constitute personal-

level phenomena, and thereby they make them intelligible. Facts about the subpersonal are 

disconnected from the norms of rationality; hence they cannot be constitutively relevant to 

personal-level phenomena. 

4.1 Bermúdez  on Rationality and Subpersonal Constitution 

One way to establish P3 is to rebut this argument from “rationality constraints.” One may show that 

the actual constitutive rationality constraints of personal-level cognitive phenomena can only be 

identified if we identify facts about subpersonal states and events that would implement the 

inferential principles presupposed by personal-level explanation. Hence facts about the subpersonal 

would be constitutively relevant to the rational core governing the personal level. If explaining 
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people’s behavior is constrained by various principles of rationality, and in order to identify such 

principles we need identify some subpersonal fact, then, in a general sense, explaining people’s 

behavior should always be informed by some subpersonal fact.
2
 

 Bermúdez (2000) adopts this strategy to show that we won’t have a full understanding of 

personal-level explanation unless we know a subpersonal fact about the normative principles 

governing it. He argues that “the rationality constraints constitutive of personal level explanation 

can only be fully understood if certain subpersonal facts about the hard-wired inferential principles 

governing unreflective explanation and prediction are understood” (p. 81). Although Bermúdez 

doesn’t develop his conception of understanding, one plausible way to develop it is in terms of the 

notion of ‘constitution’ employed here. Accordingly, I read Bermúdez’s claim on understanding 

through the lenses of ‘constitution.’ 

 Here is Bermúdez’s argument: 

 Pi. Personal explanation/prediction requires rationality constraints. 

 Pii. Rationality requires tacit knowledge of inferential principles. 

 Piii. The relevant inferential principles are the principles of a “logic of consistency.” 

Therefore: 

 Ci. Personal explanation/prediction requires tacit knowledge of a logic of consistency. 

 Piv. There is empirical evidence that people don’t use a logic of consistency. 

 Pv. If an inferential principle is descriptively inadequate, then it hardly serves a useful 

explanatory/predictive function. 

 Pvi. The inferential principles of the logic of consistency are descriptively inadequate. 

Therefore: 

 Cii. They hardly serve a useful explanatory/predictive function. 

Therefore: 

                                                 
2
 This doesn’t mean that each and all particular personal-level explanations should be informed by some subpersonal 

fact. Certain principles of rationality play a constitutive role with respect to the explanatory practice at the personal 

level (Davidson 1963). If some subpersonal fact is constitutively relevant to those principles, it doesn’t follow that that 

fact is also constitutively relevant to any particular personal-level explanation. Hence, subpersonal facts need not 

always inform any particular personal-level explanation. 
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 (contra Piii): Ciii. The inferential principles relevant to personal explanation/prediction are 

not the principles of a logic of consistency. 

Therefore: 

 (contra Ci): Civ. Personal explanation/prediction does not require tacit knowledge of a logic 

of consistency. 

 Bermúdez concludes that in order to identify which inferential principles people actually 

employ we must identify which inferential principles are implemented subpersonally. Without 

understanding some facts about subpersonal states and events we would not understand the 

inferential principles that govern personal-level explanation. 

 This argument is vulnerable on two grounds. On the one hand, Bermúdez’s interpretation of 

the experimental results on human reasoning is controversial. On the other, one may argue for the 

constitutive irrelevance of the type of results discussed by Bermúdez. 

 Bermúdez rebuts Ci by pointing out that people’s performance in a number of reasoning 

tasks systematically violates the principles of a “logic of consistency.” Although these types of 

results don’t entail that people don’t tacitly know the principles of a logic of consistency, one may 

ask what they suggest about the nature of our “psycho-logic.” 

 Bermúdez’s interpretation of the results seems to assume that in “normal” conditions—when 

the brain is in good working conditions and other factors that might have relevant effects on 

performance are under control—performance is the only evidence we have for postulating (or 

rejecting) tacit knowledge of some body of inferential principles. Violating some principles of a 

“logic of consistency” in a variety of tasks would be telling indication that those principles are not 

at use. Since in “normal” conditions people’s performance in a number of reasoning tasks 

systematically violates the principles of a “logic of consistency,” this is the best evidence we can 

have for the claim that those principles not only are not at use, but are not the principles of our 

psycho-logic altogether. Bermúdez claims that “the experimental evidence shows that... [t]he 

strategies that we follow in real-life, real-time reasoning situations are not imperfect applications of 
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the techniques and inferences prescribed by the normative theory of rationality, simply because they 

are not applications of those techniques and inferences at all” (2000, p. 75). Bermúdez, therefore, 

interprets the experimental results as evidence that the “competence,” or “psycho-logic” underlying 

our inferential strategies doesn’t consist in a “logic of consistency.” 

 But this is too quick. The evidence about people’s reasoning performance is mixed. Recent 

experimental results suggest “a far closer correspondence between optimal statistical inference and 

everyday cognition than suggested by previous research” (Griffiths & Tenenbaum, 2006, p. 771). 

Contra Bermúdez, such evidence underwrites the claim that in their everyday cognitive judgements 

people often apply the inferences prescribed by a (Bayesian) normative theory of rationality (Chater 

& Oaksford 2008; Griffiths et al 2010). So our reasoning competence might comprise at least some 

aspects of a “logic of consistency.” 

 If we limit our attention to the evidence upon which Bermúdez builds his case, his 

contention remains unsupported. The fact that people’s performance in a number of reasoning and 

probabilistic tasks systematically deviates from that predicted by a logic of consistency does not 

mean that people’s performance in all tasks violates those principles. Some of the advocates of the 

heuristics and biases program in the psychology of reasoning, from which Bermúdez draws, do not 

maintain that people always apply normatively defective principles in our everyday judgements. 

They explicitly claim that people sometimes apply such defective principles (e.g. Kahneman and 

Tversky, 1996, p. 587). 

 The second objection to Bermúdez’s argument is that the empirical evidence about people’s 

behavioral performance may be irrelevant to question the constitutive link between personal 

explanation/prediction and the “logic of consistency” underlying the rationality constraints. The 

constitutive link would be secured at the level of people’s behavior as a whole. If people in general, 

in their everyday life, behaved irrationally, then we would have grounds to doubt in that link. But 



20 

 

people in general behave rationally. So particular instances of behaviors or judgements that violate 

the logic of consistency don’t undermine that conceptual link. 

 This does not entail that empirical information cannot be among the elements that can be 

used to identify conceptual links. I maintain that conceptual links are relative to the empirical 

knowledge at a given point in time. If people’s performance in their everyday life showed that 

people’s behavior is systematically inconsistent with that predicted by a “logic of consistency,” then 

we would have good reason to revise that conceptual link. But this type of evidence is not available 

at the moment. 

 Bermúdez’s argument, therefore, is problematic. The evidence doesn’t speak univocally for 

his conclusion, and the argument involves central, controversial issues of the so-called “rationality 

debate” that has taken place over the past thirty years in cognitive psychology (for a critical review 

see Samuels et al. 2004). There is a more promising way to establish (P3). The next sections argue 

for (P3) by pursuing such a way. 

4.2 What the Venusians Missed… 

Imagine that Venusians are interested in understanding two personal-level phenomena. Call the two 

phenomena G and S. They believe that G and S are cases of the same kind of human behavior A. 

They want to understand what makes, if anything at all, instances of both G and S the same kind of 

behavior A. They want to know what facts are constitutively relevant to G and S. After some 

research they understand that most instances of G consist of acquired, repetitive, compulsive 

behavior. G is often automatic and elicited by particular contexts or stimuli. Given certain cues, 

people don’t spend much time pondering whether to G, they just feel the urge to G. G is typically 

maintained by a persistent desire enhanced by some erroneous beliefs. When people engage in G 

they find themselves in an environment in which their actions cue completely reliably for entirely 

surprising outcomes. Given the unpredictability of its outcomes, G is associated with emotional 

arousal. G has no obvious instrumental significance. When people engage in G, they often believe 
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that the long-term consequences of that behavior are negative. Because of this and other reasons, 

people who engage in G are generally considered socially-awkward. 

 From all the personal-level evidence available, the Venusians conclude that what constitutes 

instances of G is (i) some form of weakness of will together with certain kinds of beliefs and 

desires, (ii) its being an excessive/unhealthy repetitious behavior pattern, and (iii) the type of 

expectations and social perception people have about those who engage in G. The very idea of G, 

they conclude, could not survive the subtraction of facts (i)-(iii). 

 The Venusians then turn to study behavior S. They understand that instances of S consist of 

recurrent, acquired, repetitive behaviors that involve two or more individuals. Given certain cues, 

people typically feel an urge to S. Some people have a persistent desire to S, as S is associated with 

strong emotions. People engage in S despite they often believe the continuation of that behavior will 

have negative consequences on their lives. Also because of this, people generally believe that those 

who engage in S are socially-awkward and lack restraint. 

 From all the personal-level evidence available, the Venusians conclude that what constitutes 

instances of S is also (i) some form of weakness of will underlain by beliefs and desires of certain 

kinds, (ii) its being an excessive/unhealthy repetitious behavior pattern, and (iii) other people’s 

expectations and social perception of those who engage in S. The very idea of S, they conclude, 

could not survive the subtraction of facts (i)–(iii). 

 The Venusians conclude that both behavior G and S are of the same kind A which is 

constituted by facts (i)-(iii). Both behaviors present a characteristic motivational structure, they are 

underlain by beliefs and desires of a certain sort, and common folks have a specific, negative 

perception of the kind of people who engage in those behaviors. Despite superficial disanalogies, 

both G and S share a specific relationship with reasons, motivation, social/cultural context, and 

beliefs and desires which warrants their being cases of behavior A. 
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 Now imagine that Martians come to Earth. They want to make sure that it is warranted to 

conceptualize both behavior G and S as cases of A. They can rely on all the personal-level 

information Venusians used plus information about subpersonal states, events and neural 

information processing. With this further information, the Martians understand that G has a 

characteristic neurocomputational signature that all behavioral patterns classically regarded as cases 

of A share. S lacks this neurocomputational signature. Martians come to know that people’s brains 

implement a particular type of algorithm with certain properties when they do G, but not when they 

do S. Martians know that G, but not S, engages a distinctive computationally and chemically 

specifiable neural circuit which is linked to repeated exposure to some particular stream of 

environmental contingencies. Call this subpersonal fact NC. Information about NC allows Martians 

to identify that S presents a number of crucial disanalogies with G. If G and S were cases of A, then 

they should be governed by the same type of neurocomputations. But they are not governed by the 

same type of neurocomputations. The Martians see that the very ideas of G and A could not survive 

the subtraction of NC. S instead could survive the subtraction of NC. Therefore, NC is constitutively 

relevant to G and A, but not to S. So information about NC can inform the way G and S are (or are 

not) conceptualized as cases of A. G, unlike S, may be a sub-type of behavior of kind A; or G and A 

may exemplify a sort of genus-species hierarchy of sortals. 

 Without information about some subpersonal facts, in this case, Venusians didn’t have full 

understanding of some personal-level phenomena. They were blind at some ways certain personal-

level phenomena could (or could not) justifiably be described. 

4.3 Subpersonal Facts. Constitutive or Merely Causal? The Case of “Sex Addiction” 

Why is it that what Martians learned is constitutive rather than merely causal? To begin addressing 

this question, consider whales. People thought that whales were large fish because they are aquatic 

animals and possess superficial morphological features similar to those of other fish. People used to 

think that whales were essentially different kinds of animals from chimps, dogs and elephants. 
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Since the beginning of the nineteenth century, however, most educated speakers have been reluctant 

to apply the term ‘fish’ to whales. The concept WHALE changed. Whales have been found to share 

characteristics of all mammals: they are warm-blooded, they give birth to live young, breathe air 

with lungs, and so forth. Because the very idea of mammal, unlike the idea of fish, couldn’t survive 

the subtraction of such characteristics, these are constitutively relevant to what mammals are—and 

not to what fish are. Whales, unlike other aquatic animals, possess this set of characteristics. By 

learning some facts about non-superficial features of whales, we have come to the conclusion that 

whales are mammals. We have learned that whales are more similar to dogs than to tuna, and this 

piece of knowledge has theoretical but also practical consequences in, say, the way we treat whales. 

 Compare now the non-superficial characteristics that are constitutively relevant to WHALE 

and the subpersonal neurocomputations that are involved in the generation of some behavior or 

cognitive phenomenon. People may be used to think that behaviors G and S are of the same kind 

because they focus on personal-level information only. The very ideas of G and S seem to be able to 

survive the subtraction of NC. But also the idea of whale seemed to survive the subtraction of 

characteristic constitutively relevant to MAMMAL. This was because people focused on salient 

characteristics that whales share with other aquatic animals. Since it was discovered that whales are 

mammals, the statement that whales are fish has been held false, and it has been learned that the 

concept WHALE cannot survive the subtraction of characteristics constitutively relevant to MAMMAL. 

The ideas of whale and mammal exemplify a sort of species-genus hierarchy of sortals. 

Analogously, the Venusians who hold that behaviors G and S are of kind A may simply be ill-

informed. If we learn with the Martians that behavior G, but not S, shares subpersonal 

neurocomputational characteristics NC which are a “signature” of all behavior of type A, then we 

may reconsider our ideas about the nature of S as a type of A. Let me give flesh to the thought 

experiment so as to support at a time (P3) in the argument above and the normative part of the claim 

defended in the paper. 
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 Suppose that in the thought experiment above G stands for pathological gambling, S for sex 

addiction, A for addiction and NC for a type of neural computation. In section 3 I mentioned 

addiction as a case where subpersonal information may be important to understand how to treat and 

prevent cognitive and behavioral abnormalities. Now I use the case of addiction to make a different 

point: this case shows the role played by subpersonal information in the way we explain what one is 

doing when she engages in S. I am concerned with the way we conceptualize behavior, either 

abnormal or normal, rather than with the way we explain how abnormalities arise and can be 

treated. In making my case I rely heavily on Ross et al (2010a, 2010b). 

 Ross and colleagues argue that addiction is a phenomenon that can be superficially 

characterized at the personal level, but that is fully understood as a general neurocomputational 

condition. To begin with, there is evidence for a neurocomputational signature of addiction (Koob 

& LeMoal 2001). Addiction engages a specific neural circuit, the so-called “reward-system,” and 

specific neural computations carried out by dopamine activity in this circuit. An understanding of 

dopamine activity within the reinforcement learning framework suggests that the functions 

performed by the reward-system are: (i) learning cue-reward contingencies; (ii) estimating 

comparative values of rewards; (iii) focusing attention on cues that predict reward; (iv) motivating 

to act upon these cues; (v) mediating motor performance (for reviews see Sugrue et al. 2005; 

Rangel et al. 2008). 

 The dopaminergic reward-system can be thought of as an engine that drives learning and 

leads agents to approach certain things rather than others. For agents that must adapt to changing 

environments, this system is biased toward novelty because novelty is the basis of learning. Given 

its computational role, the system takes as rewarding “any predictor of novel experiences that are 

not aversive” (Ross 2010, p. 141). 

 The neurocomputational signature of addiction “seems to be that continuous floods of 

dopamine into nucleus accumbens depress serotonin levels in orbitofrontal cortex and ventromedial 
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prefrontal cortex and thereby reduce inhibition of impulse: the reward system is given greater 

influence over behaviour” (Ibid., p. 137). Because of these “floods of dopamine,” “the reward 

system simultaneously learns to pursue a target obsessively and increases the relative valuation of 

stimuli that predict it … [It systematically pulls] attention back toward the addictive target, and 

away from the alternative motivators on which cortical systems are trying to focus” (Ibid., p. 138). 

In this way, targets of addiction can hijack the reward-system, and sabotage other control-systems 

that would check its influence. 

 Both classical addictions—like addiction to cocaine—and pathological gambling seem to 

share this distinctive neurocomputational signature. Interpersonal sex, on the contrary, presents 

crucial disanalogies with all the other characteristic targets of addiction. There is little 

neuroscientific evidence for sex addiction. Alleged cases of sex addiction don’t involve 

neuroadaptation of the kind observed in drug addicts and pathological gamblers (Ross et al 2010b). 

 Furthermore, a neurocomputational understanding of gambling as a putative target of 

addiction allows us to identify that two of its constitutive features are: (A) perfect control over the 

cues that predict reward within a specific interval—e.g. there can be perfect motor control over a 

slot-machine; (B) no control over the reward contingencies—e.g. the reward-system cannot reliably 

predict outcomes of a slot-machine. By identifying the properties of the algorithm executed by the 

reward circuits engaged during gambling, we learn that (A) and (B) are constitutive features of 

GAMBLING as a form of ADDICTION. 

 Strictly speaking the two constitutive features (A) and (B) of GAMBLING as a form of 

ADDICTION are not personal facts. As explained by Ross (2010, p. 140), “[t]he crucial conceptual 

step is to distinguish reward for the molar economic agent—the person—from reward for a 

molecular agent—such as the dopamine system.” The notions of reward and reward-predictor in 

(A) and (B) refer to subpersonal (or “molecular”) informational signals which play specific roles in 

algorithms implemented by certain populations of neurons. These algorithms and informational 
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signals are consciously inaccessible to people. In fact, “what’s rewarding to the reward system and 

what’s rewarding to the person are two different kinds of thing” (Ibid., p. 142): what gamblers 

consider rewarding—a cash win—is not rewarding for their brains. “In the case of addictive 

gambling, folk psychology leads us to wonder what it is that the gambler gets that keeps attracting 

her to gamble more. Is it thrills or money or relief from boredom or what? This is the wrong 

question to ask if we want to understand gambling addiction:” (Ibid., 140-41). 

 Given (A) and (B), and considering the bias for novelty of the dopaminergic reward-system, 

gambling is the perfect target of addiction. In the gambling addict, the reward system “pursues 

maximization of its own [reward] function by taking a simple action—pulling the slot-machine 

lever—that guarantees a surprise” (Ibid., p. 141). In gambling addiction, there is perfect motor 

control over a slot-machine so that a jolt of surprise is guaranteed; this can be sufficient—courtesy 

of specific patterns of dopaminergic activity—for targets of addiction to gain control over people’s 

motivational-system. 

 Interpersonal sex does not present (A) and (B). On the one hand, control over predictors of 

reward is typically not available for interpersonal sex: the motor system has no direct control over 

the microcontingencies of reward scheduling in interpersonal sex. Thus, unlike gambling, interval 

durations between cues and rewards in interpersonal sex are strongly variable. On the other, the 

reward-outcome of a sexual intercourse can generally be predicted quite accurately. Unlike 

gambling, reward-outcomes in interpersonal sex have low variance. Interpersonal sex, therefore, 

doesn’t seem to be a good target of addiction. 

 It seems then that some facts about subpersonal states or events in the case of gambling and 

sex addiction provide information on why people display or fail to display certain phenomena and 

properties. The case of gambling and sex addiction seems to show that some fact about subpersonal 

states and events is constitutively relevant to some personal-level phenomenon. It is through 

knowledge of a subpersonal fact that we understand that it’s unwarranted to call a person a ‘sex 
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addict.’ Using the concept of SEX ADDICT to describe what it is that one is doing in behaving thus 

and so seems to be unwarranted. Knowledge of subpersonal facts can therefore inform personal-

level explanations. 

 In the case of sex addiction subpersonal facts not only can, but also should inform personal-

level explanations, as the decision to use the concept of SEX ADDICT has important theoretical and 

practical consequences. Categorizing certain behavior as SEX ADDICTION, or a person as SEX 

ADDICT, is significant to us both because of the public policies we may want to implement for 

dealing with certain behavior (Ross et al 2010b, Ch. 8), and because labeling people in a certain 

way can affect their self-understanding and the way we interact with them (Hacking 1995). The 

creation and spread of concepts like SEX ADDICT can affect the way we think about and interact with 

the objects they refer to. The concepts we use to identify and describe certain personal-level 

phenomena influence social behavior toward the individuals that fall into that category. At the same 

time such labels shape the self-understanding and behavior of those that are categorized. 

 If we care about the ways we interact with others, and about the ways human welfare can be 

pursued through interventions for creating, changing, or maintaining certain social conditions, then, 

sometimes, subpersonal facts should inform our personal-level explanations. 

 

5. Objections and Replies 

The following discussion is in the form of objections and replies and further articulates my 

argument. 

 Objection I. In the thought experiment as well as in the case-study, it’s not clear what the 

criterion for the identification of behavior is. If you assume that kinds of behaviors are identified 

with types of neural computations (i.e. internal events), then your argument is circular. 

 Reply. One notion of behavior congenial to my argument is articulated by Dretske’s (1988). 

The relevant distinction is that between: 
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 - “a movement which is produced by some internal cause” 

 - “a movement’s being produced by some internal cause” (Dretske, 1988, p. 15). 

 The former is an event with a particular etiology. The latter is a process with the movement 

as a part. Once this distinction is made, it should be clear that behavior should not be identified with 

some internal event or state even though it is produced by some internal event or state. Behaviors 

should not be identified solely with their underlying neural computations or with movements. 

 If we follow Dretske, behavior is better identified “with a complex causal process, a 

structure wherein certain internal conditions or events… produce certain external movements or 

changes” (Ibid. p. 21). Given this notion of behavior, if we discover that two behaviors are both 

governed by the same types of neurocomputations, we should conclude that the two behaviors are 

related in an abstract way as different algorithmic specifications of the same abstract task. We 

should also conclude that the two behaviors are related because they would be generated by neural 

mechanisms that share important organizational, morphological and structural features. If behavior 

is a complex causal process, to say that a behavior is generated by a pattern of neural spikes that 

implement a specific algorithm is to single out why certain conditions triggered an internal change’s 

causing certain bodily changes. This is to provide information about both the computational 

problem that gives structure to that behavior and the mechanisms by means of which the behavior is 

generated. Such type of information would be constitutively relevant to that behavior. 

 Other personal-level facts can be also constitutive of the same kind of behavior. We can 

have two situations. First situation: two kinds of behavior are not conceptually linked at the 

personal-level, but they are conceptually linked at the subpersonal level since they are governed by 

the same types of neurocomputations. Those behaviors might be different sub-types of the same 

kind of behavior. Second situation: if what we take to be a single kind of behavior at the personal-

level is governed by different types of neurocomputations, then what seems to be the same type of 

behavior may not be really the same, as the case of “sex addiction” illustrates. Full constitutive 
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explanations of behavior will combine neurocomputational, developmental, psychological, social, 

and cultural facts. 

 Objection II. If you refer to Dretske’s notion of behavior, there is independent reason to 

believe that your argument is really about etiology. Dretske’s notion of behavior as a causal process 

has nothing to do with constitutive relevance. 

 Reply. My argument is about etiology insofar as personal-level phenomena and behavior are 

causally generated by the right kind of neurocomputations. My claim here is twofold: first, at least 

some personal-level phenomena and behaviors are conceptually bound-up with their being 

grounded in the right kind of neurocomputations—or internal causes; second, constitutive relevance 

can be relative to the state of empirical knowledge at a given point in time. Let me start from the 

latter. 

 The analogy with whales-mammals is meant to support it. People who assert that whales are 

fish need not be incompetent reasoners or conceptually confused. Logic and the meaning of the 

words ‘whales’ and ‘fish’ alone might not be sufficient to inform people about the nature of whales. 

Since we want to say that information about mammals is constitutively relevant to the idea of 

WHALE, and yet, in the past, educated people held true the statement that whales are fish, it seems 

that constitutive relevance can be relative to people’s state of empirical knowledge. Similarly, the 

Venusians who assert that sex addiction and pathological gambling are both forms of addiction need 

not be incompetent or conceptually confused: they simply lack relevant information, as they don’t 

know any subpersonal fact. 

 Etiological relationships are among the empirical information we might want to appeal to in 

order to identify certain conceptual relationships. If we discover that two behaviors are generated by 

the same types of neurocomputations, then we discover that those behaviors are generated by the 

same type of internal causes and they are solutions to the same type of computational problem. 
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These two facts can provide us with information about the nature of those behaviors, thereby 

revealing relationships between personal-level phenomena and behaviors. 

 Objection III. What your example shows is that knowledge of the brain could be a shortcut 

to discover that sex addiction and gambling may be distinct kinds of behaviors. The issue in dispute 

is not that subpersonal information can make personal constitutive features available to us, but 

instead that once we can notice personal features that differ, we can identify different kinds of 

behaviors without knowing anything—as the Venusians—about subpersonal facts. This is also the 

case with the whale example: Observing them breastfeeding their young would suffice to categorize 

them as mammals. 

 Specifically, it is not obvious that the two constitutive features (A) and (B) of GAMBLING as 

a form of ADDICTION—and not of SEX ADDICTION—are not personal facts as you claim. If (A) and 

(B) are neither non-superficial features nor neural computations, then there are personal facts that 

allow the identification of gambling as a form of addiction while treating sex addiction as a 

different kind of behavior. These personal facts are available for the Venusians who have only 

personal information, and then there is no need for subpersonal information in order to identify 

different kinds of personal behaviors. 

 Reply. It isn’t uncommon to hear about sex addicts, shopaholics, and pathological gamblers. 

Behaviorally, such behaviors seem to share some features which make them all cases of addiction. 

But, provided subpersonal knowledge, it seems unwarranted to say that sex, gambling, and 

shopping are all targets of addiction. 

 By acquiring subpersonal knowledge, we can understand that both neurally and 

computationally sex, but not gambling, lacks constitutive features of any target of addiction. “[I]t is 

a neurocomputational model that allows us to identify [distinctive neurochemical properties of 

addiction] and systematically connect these properties to the behavioral patterns classically 
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regarded as addictive.” (Ross et al 2010, p. 15) In this sense, subpersonal information does not serve 

as shortcut; rather it uncovers constitutive features to which we are blind. 

 With respect to whether (A) and (B) are personal-level facts, it is important to note with 

Bermúdez that “there is a systematic ambiguity in our psychological vocabulary.” Notions like 

“cognitive map” and “visual classification” are ambiguous between a personal and a subpersonal 

meaning (2005, pp. 29-31). The notion of a reward is ambiguous alike. At the personal level, 

‘reward’ typically refers to something desired because it produces a conscious experience of 

pleasure. In a second sense, ‘reward’ refers to informational signals in algorithms encoded and 

transformed by the nervous system. As in the case of cognitive maps, many animals possess similar 

types of reward-signals that control learning and decision-making. But this doesn’t make them 

personal-level facts. Agents’ reward-system can be engaged in the computation of reward signals, 

without those agents being occupied in making predictions about what they will find rewarding. In 

the same way, as explained by Bermúdez one can have a cognitive map, in the sense of geometric 

information stored in the nervous system, without possessing a cognitive map in the sense of a 

certain type of personal-level knowledge about spatial relations between objects. 

 ‘Reward’ and ‘reward-predictor’ as used in (A) and (B) refer to encodings of information in 

the nervous system. They are subpersonal-level terms. As these constitutive features are unavailable 

for the Venusians who have only personal information, they could not identify gambling as a form 

of addiction while treating sex addiction as a different kind of behaviour. 

 

6. Conclusion 

There can be a constitutive interface between explanations in terms of subpersonal states and events 

and personal-level explanations. Explanations of phenomena at the personal level are not 

constitutively insulated from information yielded by knowledge of subpersonal states and events; 

folk-psychological explanations don’t enjoy any special autonomy from the explanations in the 
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cognitive sciences. I have argued that some fact about subpersonal states and events is 

constitutively relevant to some personal-level phenomenon, and therefore can, and sometimes 

should, inform personal-level explanations. The concepts used in explaining human beings and their 

behavior can be revised under the pressure of knowledge of facts about subpersonal states and 

events. In the case discussed here, knowing some subpersonal fact leads to a dramatic revision. It 

leads, in fact, to the elimination of the concept SEX ADDICTION, since it does not specify any kind, or 

sub-type of behaviour of the addiction kind. It should be clear, however, that this case-study is not 

meant to suggest that the neurocomputational co-evolutionary project entails an eliminativist stance 

toward folk-psychology, nor that only the concepts used to describe abnormal or pathological 

personal-level phenomena can be revised in light of subpersonal knowledge. The extent to which 

this kind of knowledge will lead to a revision of the folk-psychological concepts we use to explain 

any personal-level phenomena depends, at least partly, on the proper identification of 

neurocomputational mechanisms. If we are to understand how facts about subpersonal states and 

events may lead to conceptual revisions of personal-level phenomena, we must attend to the 

distinctive details of the neurocomputational mechanisms we identify. 
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