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Bryce Huebner’s Macrocognition is a book with a double mission. The first and

main mission is ‘‘to show that there are cases of collective mentality in our world’’

(p. 5). Cases of collective mentality are cases where groups, teams, mobs, firms,

colonies or some other collectivities possess cognitive capacities or mental states in

the same sense that we individually do. To accomplish this mission, Huebner

develops an account of macrocognition, where ‘‘the term ‘macrocognition’ is

intended as shorthand for the claim that system-level cognition is implemented by

an integrated network of specialized computational mechanisms’’ (p. 5).

The second mission of Huebner’s book is to elaborate an account of cognitive

architecture that could set the groundwork for identifying under what conditions

groups, and individuals indeed, are fruitfully and justifiably said to be minded. To

this end, Huebner tackles several foundational issues in cognitive science, including

traditional philosophical questions about the nature of representation, intentionality

and consciousness.

In order to substantiate the hypothesis that there are cases of collective mentality

in our world, Huebner pursues a three-step strategy. The first step starts from Daniel

Dennett’s intentional system theory. The claim is that some types of behaviours of

some kinds of groups are usefully and voluminously predictable from the intentional

stance. If these types of behaviours are usefully and voluminously predictable from

the intentional stance, then the kinds of groups exhibiting them are sometimes

justifiably treated as if they were rational agents whose choices and actions are

governed by beliefs, desires, perceptions and other types of mental states. However,

while this step licenses claims about collective beliefs and desires, it falls short of
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establishing that some types of collective behaviours are not better explained by

reference to only individual mental states and processes. Closer attention should be

paid to the causal and computational structures underlying putative cases of

collective mentality in order to adequately evaluate to what extent positing

collective mental states and processes bears explanatory value.

The second step in Huebner’s argument is an account of cognitive architecture.

This account aims at picking out the types of representations and causal structures

that are likely to be in place where collective mentality occurs. In fact Huebner

offers a general theory of cognition. He identifies the kinds of representations,

computational mechanisms, informational structures and transactions that a system

should possess for it to count as a cognitive system. The claim is that cognition—

whether individual or collective—should be posited only where interfaced networks

of specialized computational mechanisms transform and consume representations in

various formats, so as to produce flexible, skilful, goal-directed, system-level

behaviour. If some group displays some type of behaviour that is underlain by this

kind of distributed, integrated, parallel, network-like computational architecture,

then there is reason to see the group as a genuine macrocognitive system.

The third and final step in Huebner’s argument consists in showing that some

groups in our world display types of behaviours such that (i) the intentional stance is

justifiably applicable to make sense of those behaviours, and (ii) the right kind of

computational architecture for cognition underlies those behaviours. The satisfac-

tion of these two conditions would provide us with good evidence that, although

rare, there are some cases of collective mentality in our world.

Macrocognition is divided into two parts. Part 1 includes four chapters (Chapters

1–4), where the bases for a theory of group minds are laid down. Part 2 includes the

remaining six chapters of the book (Chapters 5–10), where some details are filled

out, challenges are tackled, and some directions for future research on macrocog-

nition highlighted.

In Part 1, Chapter 1 motivates Macrocognition’s overall project by first

introducing ten possible real-world cases of collective mentality, and then by

outlining the argument unpacked throughout the rest of the book. Chapter 2

canvasses a range of strategies that can be adopted to elaborate a theory of

macrocognition. The chapter formulates, motivates and illustrates two constraints

that must be respected by those who wish to argue that some collectivities are

mindful.

According to the first constraint, collective mental states or processes should not

be posited ‘‘where collective behavior results from an organizational structure set up

to achieve the goals or realize the intentions of a few powerful and/or intelligent

people’’ (p. 21). In this case, the goals of few individuals are pursued; these

individuals possess all relevant knowledge, make all relevant decisions, and have

control over other individuals and informational structures, which are just

instrumental in achieving their goals. Since information trickles down through the

group from those in command, ‘‘the cognitive architecture of a system can be

exhaustively specified by reference to the psychological states of the individuals

who make decisions, and the way that these decisions affect those who must

conform to them’’ (p. 21).
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According to the second constraint, collective mental states or processes should

not be posited ‘‘where collective behavior bubbles up from simple rules governing

the behavior of individuals’’ (p. 23). This second constraint targets relevant

literature in social epistemology, political science and economic modelling of

collective behaviour, where collective mentality is typically explained in terms of

individual mental states and of algorithms for their aggregation. In this case, the

complex behaviour of the group bubbles up from individual behaviours aggregated

according to some mechanical rule. The group as such need not represent any goal

or rule in order to display the complex behaviour. No one in the group is in charge;

and no one has control over all other individuals or over the informational

transactions within the group. Individual states and processes, along with some rule

of aggregation, exhaustively explain collective behaviour. Positing collective

mental states here would open the door to worries of causal overdetermination and

explanatory superfluity.

Chapter 3 formulates a third and final constraint on accounts of macrocognition.

According to this constraint, collective mental states or processes should not be

posited ‘‘where the capacities of the components belong to the same intentional kind

as the capacity that is being ascribed to the collectivity and where the collective

computations are no more sophisticated than the computations that are carried out

by the individuals who compose the collectivity’’ (p. 72). The idea is that, relative to

the task at hand, the capacities and intelligence of the individuals constituting a

macrocognitive system should be less sophisticated than the capacities and

intelligence displayed at the system-level. In particular, the meaning of the

representations of a macrocognitive system should not be fully derivable from the

meaning of the representations of the individuals constituting the system.

With these three constraints in place, Chapter 4 articulates an account of

mentality so as to make some steps towards the accomplishment of Macrocogni-

tion’s second mission. Huebner argues that the mind should be seen as ‘‘an elegant

kludge’’—a computational system composed of a multi-layer network of distributed

and integrated sub-mechanisms, each of which is specialized to solve some

narrowly specified task. The organization of this network should allow for complex

representational structures to be built out of simpler ones, and enable sophisticated,

flexible, goal-directed behaviour. In the light of this foundation for macrocognition,

three requirements should be satisfied by any appeal to collective mentality (p. 96):

1. A specification of the types of information that a collectivity is sensitive to;

2. A functional decomposition of the cognitive states that a collectivity is capable

of being in and cognitive processes that it is capable of carrying out; and

3. An account of the computational procedures that implement these mental states

and processes.

With these requirements in place, collective mentality is likely to occur where a

distributed network of individual minds with various degrees of sophistication and

different cognitive capacities faces problems that can be broken down into
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parallelizable sub-problems that demand the combination of many different

cognitive capacities, whose solutions can be checked independently.

While I agree on the general spirit of Huebner’s diagnosis, I would have liked

some more details. For I sometimes find the general theory of cognition on offer just

a little too coarse-grained to assess properly.

To be sure, the scope and readability of this, like of the other chapters of

Macrocognition, are wonderful. Huebner’s writing is accessible and engaging, and

the range of evidential sources and arguments he weaves together is impressive. It is

then no surprise that an account of cognitive architecture could be drawn only in

broad strokes, since detailed information often trades off with scope and readability.

However, a little more information about which kinds of algorithms and which

kinds of network topologies are particularly suitable to sustain (macro)cognition

would have been a bonus: it would have greatly added to the significance of

Macrocognition’s contribution—more on this below.

Part 2 begins with Chapter 5. After registering the resistance of commonsense

psychology in attributing minds to collectivities, Huebner meticulously, and

persuasively, I believe, parries several objections to collective mentality based on

the idea that the marks of the mental are consciousness and intentionality, and

collectivities cannot possess conscious or genuinely intentional mental states.

Huebner’s (counter)argumentative strategy treats psychological kinds like types of

whiskey: ‘‘Like whiskeys, psychological kinds must be classified by triangulating a

variety of considerations including structural organization and history, as well as a

variety of socially instituted facts that arise partially as a result of convention’’

(p. 123). Huebner shows that, once psychological kinds are picked out by relying on

this type of triangulation, prominent objections to collective intentionality or

consciousness lose much of their bite.

Chapters 6 and 7 address the objection that collective mentality is explanatorily

superfluous. The notion of collective representation is focal. The question is whether

there ‘‘are any kinds of collectivities that act on the basis of the way that they

represent the world’’ (p. 140). Chapter 6 sets the stage for answering this question

affirmatively. It argues that many person-level mental representations derive their

content from sub-personal structures that are themselves representational and

intentional. If this is correct, then there is logical, and empirical space indeed, for

maintaining that some types of collective representations possess a type of derived

content that is genuinely cognitive. Do these representations guide flexible, goal-

directed collective behaviour, at least in some cases? Chapter 7 provides an

affirmative answer. While it is unlikely that collectivities have such representations

as fully-fledged beliefs and desires, Huebner argues that, at least sometimes,

collective systems possess genuine mental representations, including simple

perception-action loops and states of the kind Ruth Millikan dubbed ‘‘pushmi-

pullyu representations,’’ which are consumed by the system to both describe what is

the case and direct what is to be done. If this is correct, then there are actually cases

of macrocognitive systems that act on the basis of the way they represent the world,

and collective mental states are not explanatorily superfluous.

Here we find one of the central commitments of Macrocognition, viz. ‘‘a

rejection of the claim that there must be a semantically transparent mapping
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between the kinds of states and processes that arise at the system level and the kinds

that are operative in the production of those system-level states.’’ (Huebner personal

communication). In most of the plausible cases of group cognition, Huebner

maintains that we find multiple ‘‘semantically robust’’ operations being conducted

in parallel, and then being integrated into a system-level representation that makes

use of its own semantic categories, which may partially overlap with the lower-level

representations.

Chapters 8 and 9 explore a host of intricate issues about collective personhood

and collective responsibility. Huebner first delineates different kinds of collective

minds. He maintains that having a mind is not an all-or-nothing property. ‘‘Maximal

mentality’’ involves a rational self-conscious point of view, along with capacities

for taking responsibility for one’s behaviour, for committing oneself to norms of

rationality and for negotiating these norms with other agents. Minimal minds lack

these capacities. They traffic in representations that cannot be decoupled from their

immediate environmental causes. According to Huebner, while plausible cases of

macrocognition are most properly characterised as cases of minimal minds, ‘‘only a

defense of maximal-macrocognition could license familiar claims about collective

intentionality and collective responsibility’’ (p. 212). Although some large-scale

scientific collaborations afford an intriguing and promising target for such a defense,

Huebner acknowledges that a great deal more ethnographic, anthropological and

computational work is required to justify the claim that there are maximally-minded

collectivities that can be morally or epistemically responsible.

Chapter 10 succinctly wraps things up, summarizing the argument developed in

the previous chapters and the contribution of Macrocognition to current literature in

philosophy and cognitive science.

Macrocognition is fair-minded book. Its arguments intermingle careful, even-

paced, philosophical analysis with empirical evidence from several fields, including

the cognitive, biological and social sciences. No sweeping claims are made, though

the topic could invite them. Weak spots in the arguments are acknowledged;

intuition pumps are always kept in check by concrete case-studies and scientific

results; and different ways are emphasised in which macrocognition can bear on our

practical engagements with the world.

As I mentioned above, my main complaint concerns the level of detail at which

Huebner’s account of cognitive architecture is pitched. The account can be captured

by the following twelve commitments:

1. Cognitive systems are computational systems.

2. Cognitive systems are parallel processing networks.

3. These networks are composed of semi-autonomous mechanisms.

4. These mechanisms are distributed.

5. Each of these mechanisms carries out some task-specific function.

6. Each of these mechanisms is largely encapsulated.

7. These mechanisms output representations.

8. These representations can be integrated, thereby producing more complex

representations.
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9. Local interfaces between the mechanisms are responsible for integrating

representations.

10. Each of these interfaces is implemented by a trading-language.

11. There need not be a semantically transparent mapping between system-level

and subsystem-level representations.

12. The parallel processing networks constituting cognitive systems produce

flexible system-level behaviour.

In order to properly assess Huebner’s account, I would have liked some more details

about several of these ten claims filled out. Here are just a couple of examples.

Following common usage in much of contemporary cognitive science, Huebner

characterises ‘computation’ in a liberal way, in terms of ‘transformation of

representations.’ But, in fact, the discussion of computing and cognitive architecture

is cashed out in terms of parallel distributed processing and constraint satisfaction,

which resonate many of the themes dear to connectionist cognitive science. In

embracing a broadly connectionist view of computing, Huebner, it appears, assumes

that a ‘‘conservative’’ approach to cognitive architecture should be privileged for

developing an account of macrocognition (p. 167).

Yet, this assumption looks unmotivated, and potentially unfruitful to me. It looks

unmotivated because I believe that, currently, the most powerful tools and concepts

that can be employed to understand (different aspects of) cognition come not only

from the ‘‘usual triad,’’ viz. symbolicism, connectionism and dynamicism. Powerful

tools and concepts can more easily be found in the toolboxes of rapidly expanding

fields such as machine learning, control theory, information theory, graph and

Bayesian decision theory. Given that there is a myriad of cognitive phenomena, it is

very likely that different approaches and models will be the most explanatorily

useful for some of these phenomena but not for others. If this is correct, then it may

be unfruitful to look for the correct, general, computational architecture of

cognition. If there is no single, general, correct account of cognitive architecture,

then it could well turn out that there is no single general account of macrocognition.

Rather, different approaches to the architecture of cognition may yield sharper

insight, and be most useful, for some macrocognitive phenomena, but not for all.

A second instance where I would have liked some more detail concerns the

algorithms that would support macrocognition. In particular, Macrocognition could

tell us something more about how exactly certain representations should be

transformed and integrated to enable cognition. In several places, Huebner only

hints at winner-take-all algorithms as a class of promising rules for at least

transforming low-level representations into more complex ones. But how exactly

would a winner-take-all mechanism transform low-level representations into more

complex ones? And why does Huebner single this mechanism out?

In a system that implements some (hard) winner-take-all rule, given some input

data, units having the largest input activation achieve their maximum activation

value while activation in all other units is suppressed. This is a class of schemes that

contribute to promote unsupervised competitive learning in artificial recurrent

neural networks, where different processing units compete for the right to respond to

a subset of the input data. Winner-take-all competitive learning can efficiently
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perform clustering on the input data contributing to support detection of visual

features and selective attention.

Nonetheless, it is not obvious why winner-take-all learning is particularly

important or useful here. For there are many other machine learning algorithms that

can tackle clustering and classification problems in a more efficient and biologically

plausible fashion. For instance, Hierarchical Bayesian algorithms can be used

flexibly to learn about the presence and importance of sensory features, to combine

these features, and to learn structures of many different forms, by evaluating which

form best explains a given dataset. While this kind of probabilistic approach to

cognition provides fresh insight on several issues—for example, about how

cognitive systems come to perceive objects in the world, or about how abstract

knowledge can guide learning and action from sparse, noisy data, or about how

causal relations can be grasped—it also promises to have traction on biological

cognition. I believe it would be an intriguing project to build the case for collective

mentality from the perspective of powerful machine learning schemes such as

Hierarchical Bayesian algorithms.

These couple of complaints do not detract from the value of Macrocognition.

They just confirm that the road towards (macro)cognition is still long and full of

excitement, as acknowledged by Huebner. Macrocognition has helped us take a

couple of steps closer on this road. It is an original and thought-provoking book that

advances the field of cognitive science in a number of theoretically and practically

important directions.
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